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�Preface

Abstract

Source code formatters or pretty-printers as they are often known take source code for a given language and apply some formatting rules to make it more readable. The output can be in a variety of formats, e.g. text (suitable for editing and recompilation) or HTML (suitable for displaying on the Internet).

These pretty-printers have a major limitation, which is that they will only work for one language and will often only produce, one form of output, e.g. text or HTML, not both.

I intend to implement a Generic Source Code Formatter that can format source code in a given language into any given format.

Keyword List

Pretty-printer

Parser

Formatter

Grammar

JavaCC

LR1

�Introduction

Background

I have often been frustrated when using a programming language for the first time and I want to reformat my code in it. The obvious solution to this is use a pretty-printer but there are many problems which could make this impossible:

There simply is not a pretty-printer available for the language you are coding in

The only pretty-printers are commercial

The only pretty-printers available are binaries for a platform you are not using

The pretty-printer is distributed as source, which can not be compiled easily

The output from the pretty-printer is not in the form you require, e.g. it produces HTML output when you require text or vice versa.

Even once you have been able to get your hands on a working pretty-printer things aren't always that easy, e.g.:

The syntax of the pretty-printer may be complex (there may be no manual for it)

It may not provide formatting options to allow you to adequately specify how you would like the code to look.

It may not format some constructs that are too complex for it to handle (e.g. nested classes).

The obvious solution to these problems is to use a parser generator such as the Lex and Yacc combination or JavaCC to create your own. This is obviously effective and will do exactly as you require, but the effort spent will be large, and the solution will be dedicated for your particular needs. This means that any solution will be largely useless for a similar task, whether by you or by someone else. 

This lead me to think that there must be some reusable way of specifying a grammar so that it can be created once and then shared between a large number of users, who can then apply it to their different needs.

There seemed to be a challenge in creating a Generic Source Code Formatter; it would require the application of many parts of Compiler Design, which has always interested me. The challenge extends as far as the problem of managing what, had the potential, to be a very large project. 

This project extends further than the development of a useful pretty-printer for more than one language, but is also an investigation into the best ways and most useful ways to manipulate anything that can be expressed by a grammar. This list includes compilers, pretty-printers, interpreters and many others things. The current methods rely on Compiler Compilers, which go so far, but are far from a perfect solution in terms of grammar reusability and for more interactive uses.

How to Read this Report

This report is split into twenty chapters that are detailed below. The Project Lifecycle section in the Methodology and Notation Chapter specifies the organisation of this project.

Chapter 1: Introduction

This chapter contains information required to read the report as well as background and motivational material. It is intended that this section be read before continuing with the rest of the report.

Chapter 2: Methodology

This chapter examines the methodology that will be used in the analysis, design, implementation, and testing of this project together with the justification of these selections.

Chapter 3: Analysis

This section contains a detailed analysis of the aims of the project and presents a precise specification of the problem and the solution. This chapter looks carefully at similar packages and outlines the differences.

Chapter 4: Design

This chapter is a necessary prerequisite for the following six chapters. It outlines the modular approach taking the decomposition of the project into a number of smaller packages. It also examines the use of Java as the language of choice for the implementation and the use of JavaCC as an important tool in the development. 

The precise order of reading of the following four chapters is not important, though the order they are presented in is the order in which they were actually designed, implemented and tested. Accordingly is recommended that they be read in the given order, though this is not strictly necessary. Where the reader already has a detailed knowledge of the topic being discussed the chapter may be skipped, though the Summary section of each should be read, as a bare minimum to associate the reader with any acronyms used or particular problems raised by this project. 

Chapter 5: The Lexical Analyser

Examines the design, implementation, and testing of the lexical analyser.

Chapter 6: The LR1 Parser Generator

Examines the design, implementation, and testing of the LR1 parser generator.

Chapter 7: The Syntax Analyser

Examines the design, implementation, and testing of the syntax analyser. 

Chapter 8: The Action Language

Examines the design, implementation, and testing of the action language. Includes information it its place as the language of the Embedded Action language and as the Language used as the output Definition language. The previous chapter is a prerequisite for this chapter.

Chapter 10: The Output Section

Examines the method best used to convert the output format independent output of the previous sections into a format dependant format, such as HTML, LaTeX or plain text.

Chapter 11: The Interface

Examines the design, implementation, and testing of the interface.

Chapter 12: The Complete Package

As the different sections were drawn together as they were developed this sections only contains the briefest overview of the completed project together with details of the form of this finished project, i.e. a JAR containing an Applet and an Application. Although each section was unit tested when it was implemented this section also contains some additional information on the testing of the completed project.

Chapter 13: Review

This section reviews the implementation of the project. Many of the points raised here will be discussed in more detail under Extensions.

 Chapter 14: User Manual

This chapter contains the user manual for the finished application.

Chapter 15: Conclusion

This chapter focuses on the project as a whole and draws together conclusions arrived at from each stage in the process. This chapter also discusses any future enhancements, improvements or extensions that could be made to this project.

Chapter 16: Glossary

A list of terms used in this project.

Chapter 17: Bibliography and References 

A list of books and other sources of information used in the construction of this project, together with related projects and references.

Chapter 18: Acknowledgements

This section details all those who have helped and contributed.

Chapter 19: Appendixes 

Containing:

1.	JavaDoc files. API of each class

2.	Source Code: Complete source code listings of each class, package by package

3.	JavaCC definition file: definition file used by JavaCC to create a number of classes that are used to parse definition files.

4.	Algorithms: Algorithms used for various processes

5.	Code Statistics: Statistics on size and complexity of classes and packages.

Summary

The diagram below expresses the structure of the report.
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�Methodology and Notations

Overview

A project this size demands a careful design and a well thought-out design methodology. This methodology is intended to guide the design and implementation in a consistent and coherent way. To this end, two types of methodology are needed to guide the project to a successful conclusion: A system-wide methodology and a design methodology.

Every system has a lifecycle, whether or not it is a planned and documented part of the system itself. This project will adopt a structured and documented approach to this lifecycle. 

This chapter will examine the alternative lifecycles methodologies and select the most appropriate together with the methods and notations I will be using to document and implement the different stages of this lifecycle.

There exist a vast number of design methods, e.g. E-R, OOD, and SSADM. These design methods generally consist of a set of guidelines, heuristics, and procedures on how to go about designing a system. Next to that, they offer a notation to express the result of the design process. Together these provide a systematic means for organising and structuring the design process and its products. [van Vilet: 1993, p201] 

This chapter will also examine the alternative design methodologies available, and select any appropriate methodologies. 

The System Lifecycle

The traditional approach of the system lifecycle is an ordered sequence of stages, viz.:

Requirements analysis

Design

Implementation

Testing

Maintenance

This does not adequately reflect the development of a system as it dos not include any feedback from one stage to another, nor does it allow from any modifications to the specifications after the first stage. A development of this is called the waterfall model, in which each stage feeds back to the previous stage and at each stage Validation and Verification occurs. Validation check we are building the right system and Verification checks that the system is being built right, i.e. does it meet its' requirements. This model is obviously closer to a real system lifecycle, though of course no model can adequately express a system.

There are many other models that are in use, such as the Spiral Model, but these are too complex for a project of this size. For these reasons the Waterfall Model is the most appropriate in this case to represent the lifecycle of the project. Documentation will be related to this model.

This will result in one or more chapter being dedicated to each of the numbered points above, and at the end of each section it will be validated and verified, as described in the Waterfall Model.

Functional Decomposition

All but the very smallest systems will be split up in to manageable sized chunks, which, depending on the methodology being used might be expressed as procedures, objects, packages, etc. This project is no exception, and while the choice of Programming Language is best left until the design phase it is important that an appropriate framework for functional decomposition, be chosen at this point.

Discussion

This project requires a detailed knowledge of many different parts of Compiler Theory, which I did not have at the beginning of this project. The usual solution would be to read up on each part in turn before producing a complete design for the project. In some projects this may be possible but I felt with the time available and the sheer size of the new knowledge to be acquired this would not be a very good solution. It is much more difficult to obtain knowledge in a purely theoretical way without practice than it is to experiment with a problem and then apply a taught or read technique to solve it. Had there been sufficient time this learning process would best have been achieved by prototyping each of the sections in turn and as a whole. As this was not viable, the solution was to design the framework for the project by reading on the subject in sufficient detail to obtain a familiarity with the whole subject and then study each problem in turn; designing a solution then implementing it. This would result in the project being built from the bottom up as a series of dependent but discrete packages. Each of these packages will be subject to the same development process as the whole project, viz. the system lifecycle. 

What this actually means is that the project will be separated into a number of different sub-projects (packages) and each of these considered in turn, building the project as a whole from these packages in a bottom up process; starting with nothing and finally ending up with a completed project. This is the main idea behind Incremental Development. It allows the gradual build up of a project; thus allowing testing in situ of all modules as they are and enabling the progress of the project to be demonstrated to a employer, sponsor, or in this case Project Supervisor. This strategy is system wide.

Conversely, the packages are to be designed and implemented in an Object-Orientated design framework that will be discussed in more detail in the following section, entitled Object-Orientated Design.

An explanation for this disparity of ideas is necessary. A top down approach to problem solving keeps ideas clear and is often best used to express the encapsulation favoured by Object-Orientated Programming. An idea can be expressed presuming that all the functionality that it requires from other sections is already written, with the interface being the only bit that needs to be defined. This new section can then be implemented and designed by applying the same methodology in a recursive manner to each sub-problem. However this method needs a much more compete knowledge of a system before it can be applied, and hence is not useful for the design of the system as a whole.

Object-Orientated Design

The number of methodologies for the design is wide and varied but in this situation, there appeared to be one clear winner: Object-Orientated Design. Many of the other methods were too formal, which is not suitable for a project such as this, where the exact requirements are somewhat unclear, as there is no end user to interview. Others imposed too much of a structure on the design for a project which can not be wholly planned before the start of the project. 

Object-Orientated Design was chosen in this instance because the implementation of the project is to be in a modular form; one which can be easily updated, modified and re-used. This will allow for easy maintenance of the program after development and the opportunity to reuse code for other, similar projects. It will also allow a number of different solutions to problems to be implemented and compared, and if in the future a better method is found for a particular problem the section that changes must be easy to replace. This is particularly important in this project because in Compiler Design there are usually a large number of solutions to a given problem, with different advantages and disadvantages (e.g. the choice of a LL(k), LR(k) or LALR parser); through a well structured, modular program it would be comparatively easy to replace one method with another. It was also chosen because a project of this size, some sort of data-hiding will be necessary, to lower the overall complexity of the project to a manageable level. The benefits in a more general sense are:

The object-oriented approach focuses on structuring the problem rather than a particular solution.

The object-oriented approach provides for a smoother transition from requirements analysis to code

The object-oriented approach leads to more flexible systems, systems that are easier to adapt and change

The object-oriented approach promotes reuse by focusing on the identification of real-world objects from the application domain

The inheritance mechanism adds to reusability

There are different forms of notation for expressing an object-orientated design. For notational ease, the chosen notation is an API - a description of the interface for each class. This is in the form of JavaDoc documents, which are shown in Appendix 1.

Notations

In all section of the project there will be a need to communicate ideas and to document design decision: To this end a variety of different notations will be used. Structure Diagrams will be used to show the structure of the system, Algorithms will be used to express solutions to individual problems, Dataflow diagrams may be used to convey the flow of information around the system and APIs will be used to document the packages and the routines within them. 

There are numerous other notations and methods of representing ideas, such as E-R diagrams or CASE but those chosen above suit the needs of this project best. For example E-R diagrams are not really relevant as we are dealing with processes instead of entities, and despite the fact that this project is to be designed using an Object-Orientated Design Methodology the same applies to CASE.

Conclusion

The project will be developed as specified in the Waterfall Model. Within this, the project will be split into a number of packages that in turn will be developed as specified in the Waterfall Method. As each of these packages is completed they will be added to the project as a whole in a bottom-up manner, in keeping with the ideas of incremental development. The design of the packages and their interconnectivity will be in keeping with the principles behind Object-Orientated Design while the design of the connectivity and documentation will be in the form of strictly defined API's. For the project as a whole design notations will vary according to the task in hand, but are expected to comprise of Algorithms, Structure Charts, and Dataflow diagrams.

�Analysis

Overview

The traditional view of a project (as specified in many different project-design methodologies, e.g. SSADM) is that every project has a user or client: Some individual or group who has a problem that we must analyse before designing and implementing a solution.

In this project, there is no user per se to whom the methods of analysis can be applied. Because of this, the project will be specified in the context of an academic exercise as opposed to a real life situation. The difference being that the problem is to be specified such that it promotes learning and the development and application of relevant techniques as opposed to the development of a useful system. This is intended to draw the focus away from the final application and its suitability as a useful tool, which is likely to be dictated more by the user interface than the techniques used. It is intended that by specifying the problem in this way there will be less temptation to spend weeks honing a practical user interface at the expense of functionality or clarity of design.

Specification Overview

It is clear from the information provided as background in the Introduction Chapter that to provide a solution to the problem posed the pretty-printer will have to be:

Capable of pretty-printing (almost) any language

Freely available

Platform independent or easily portable to different platforms

Capable of producing different forms of output (e.g. Text, HTML or TEX) 

Easy to use

No restrictions on complexity of formatting

It is also important that the program is easily maintainable and reusable - which will allow for uses that have, as of yet, not been considered. Another edge to this coin is that speed and efficiency, although not a main part of this project are adequate to allow the modules to be put to a real use in some other application. This may mean, for example, that the pretty-printer should be able to operate in real time.

Investigation

In order to complete the specification and to determine the need for this program some research will have to be targeted at similar programs; their best and worst features identified. This will give some guide as to which features are important and which are either unimportant or unwanted.

There are several different categories of programs that are relevant, viz.:

Compiler-Compilers.

Program Development System Generators

Generic Pretty Printers

Pretty Printers

Each of these will be examined in turn:

Compiler-Compilers

Some Compiler-Compilers contain a lexical analyser, such as JavaCC, while other, such as YACC, require a separate lexical analyser, such as LEX. Most Compiler-Compilers will generate parsers for LALR or LR(1) grammars. 

There are a large number of Compiler-Compilers for different languages and for different platforms. Of the two mentioned above the Lex and Yacc Combination generate C code and are based on the UNIX platform, while JavaCC, not surprisingly, generates Java code and is platform independent.

All Compiler-Compilers work in much the same way, by taking a grammar with embedded pieces of code (in the language that the Compiler-Compiler produces) and producing some source code. When some input is applied to the produced program the embedded code will be executed each time the input is matched by the construct associated with the embedded code. 

Writing a source code formatter using a Compiler-Compiler is usually no more complex than it can feasibly be without simplifying the process so much that there is little control over the layout of the pretty-printed source code. There are some systems, such as LEX and YACC, that can add a small amount of complexity, as the writer is left to implement some extra code in the definition files to define the communication between the two parts: the lexer and the parser. Besides this, there are usually only two problems from generating a pretty-printer using a Compiler-Compiler:

The command line parameters are likely to vary for different pretty-printers (inconsistent). This also means that if a more lavish interface, e.g. a visual interface, is required much of the code will be repetitive, and could possibly produce a large number of large executables, with much common code.

It would be extremely complex to create a pretty-printer that could produce output in more than one form, e.g. Text, HTML, or TEX. If it were done, then it would also not be reusable for other grammars.

It could well be possible to create a framework on top of a Compiler-Compiler, or as a replacement for one, that solved some of the problems by allowing reusable code. This could be done by allowing different outputs to be applied to the same grammar through some clearly defined interface and possibly some sort of inheritance framework. This would solve most of the problems, apart from the fact that it would require that every grammar/output style combination would require its own executable, and each would require recompilation on each platform. This would generate a vast number of executables, and make updates very difficult, because they would not necessarily propagate through all the executables, hence leaving many outdated versions still available.

In conclusion, a Compiler-Compiler is not the best task for the job as it stands, but could be adapted or used through a clearly defined interface to provide all the required functionality. This could result in some problems with the proliferation of executables.

Program Development System Generators

There are a number of systems, such as Centaur, which allow rapid development of a number of systems, such as pretty printers, integrated design environments and the like. They work by creating an syntax tree and then allowing it to be used in a number of different ways to create different types of systems.

Centaur is a very large system with a massive manual that would take a very long time to digest completely. It is based on a PROLOG and LISP system. The syntax tree is created using one of two languages, and can then be manipulated by one of two languages: one to pretty-print the source and one to actually convert the syntax tree to a PROLOG program.

The main problem with Centaur is that it is massive. It is not at all practical to learn how to use Centaur just to develop a pretty-printer. It is completely overkill for the development of a pretty-printer. Apart from this it does have other problems, such as the definition of a pretty printer, although separate from the grammar definition, is not reusable. Again, this would result in proliferation of pretty printing definition files, once for each output form of each grammar. This is not as bad as Compiler-Compilers, but is far from perfect.

The pretty-printing definition language is extensive but not complete, not really allowing the user to do unexpected things; such as actually change the structure of the code. This may seem unnecessary but there are many useful applications for this, such as the replacement of WHILE loops with REPEAT UNTIL loops. Hardly a vital feature, but it is always best not to unnecessarily constrain the user. 

It is worth noting that Centaur also allows the development of programming languages, or at least an easy way of prototyping them, through associating semantic definitions to each construct in the syntax tree. Centaur can then produce PROLOG code for the defined language.

In conclusion, a program development system is overkill for the job and taking Centaur as a prime example they contain too many notations to be usable and don't really support reusability of definition languages.

Generic Pretty Printers

There is only one package that would be considered a generic source code formatter, LGrind. LGrind can know about a number of languages from a definition file. From this given, given some source-code in one of these languages, it will generate a LATEX file containing indented code, with formatting applied to some constructs, e.g. keywords.

In principle this seems a good solution, but there are a number of problems with this implementation, viz.:

Fairly basic formatting, little user control over layout

Only produces LATEX output

Can produce very long lines with only non-break spaces in it, so that the lines can not be split and overflow the line

In principle this is a good idea, and although this implementation is useful, and fairly simple, it has some major drawbacks which seriously limit its usefulness.

Pretty Printers

There are pretty printers for most languages. Most were generated using a Compiler-Compiler and most have different syntax and produce only one form of output, often with little control.

Examples of pretty printers are PRPAS (for Pascal) and Pretty (for Java).

For all the problems explained above and described in more detail in the Introduction Chapter, under Background, these are sometimes useful but no solution towards pretty-printing any language into any form.

Summary

The specification detailed above is an outline of what has to be achieved. This will result in a more stringent specification being drawn up in the development of each package, as explained in the Methodology Chapter.

In addition to the points raised at the beginning of this chapter, it seems from our analysis of other packages that the system will also have to:

Be no more complex than necessary

Promote reusable grammars and pretty printing definitions

Keep a constant syntax

Help stop the proliferation of different executables

Not produce any limitations on how the formatting is done, e.g. allow restructuring of the code

Allow prototyping of languages through addition of semantic definitions (Optional)

In essence, the solution should provide an interface and usability of a system such as LGrind, with the flexibility of a Compiler-Compiler. That is, it should accept the language to be formatted in some sort of data file and some source-code in it and produce the output. It is also important that the language used to express the grammar and formatting rules must be as rich as that of a Compiler-Compiler.

Validation and Verification

The specifications we have come up with are still leading towards the development of the correct system, the one defined by the shortcoming in other programs as described in the Background section of the Introduction Chapter. This is the validation process of the Waterfall Mode.

The specifications produced are detailed enough to continue to the design stage, and then to a more detailed analysis of each package. This Verification ensures that this stage has been successful in that we are able to continue to the next process.

�Design

Overview

Given the specifications from the previous chapter it is now possible to produce a design of the system, including the tools to be used and the language in which the system is to be implemented.

Once an overall design has been chosen it can be split into a number of packages which can then be created separately, as systems in their own right.

Processes

From all the similar packages explored in the Analysis section it was clear that what was required was a solution containing the best elements of the Generic Source Code Formatter, LGrind and any one of the Compiler-Compilers. As such, the overall design of these should be explored, as it is likely to give a good starting point for the design that is selected.

As the system was to be based more closely on a Compiler-Compiler than LGrind it is likely to provide the best design to start considering.

A Compiler-Compiler takes a grammar definition, with embedded pieces of code, and produces a program that can be passed to some source. All the pieces of code associated with each of the constructs found in the source will be executed, each time the construct is found. The code it produces is in two parts: a lexical analyser and a syntax analyser. The lexical analyser breaks the source down into manageable, meaningful chunks called tokens. These can represent such things as keywords, identifiers, or constants. The lexical analyser can optionally lose some information, such as comments or white space that is meaningless to the syntax analyser. The syntax analyser then produces a syntax tree� from the tokens it receives. The syntax tree is then traversed and the code associated with each element is executed. This is essentially the process that is needed for the problem in hand, the main problem is that the process between the language definition and the generation of a runnable program involves running the Compiler-Compiler, compiling the code it produces and then linking it with some common code. This is a long winded process, and doesn't readily allow reusability of output forms, which causes large numbers of executables to be produced; the main problem of the Compiler-Compiler method of pretty printer generation. The obvious solution to this is illuminate the intermediate step of generating source and then compiling it by writing a generic lexical analyser and a generic syntax analyser, which can be configured at run-time. This obviously raises the problem that the embedded code can not be written in the language that the Compiler-Compiler generates source for, as it doesn't generate source code. This solution to this will have to be a small-interpreted language that the embedded code can be written in. This solves practically all the problems raised by the use of a Compiler-Compiler, bar the fact that this does not allow for the reusability of different output forms. That is there would have to be one formatting definition file for each grammar/output form combination. This problem was explored briefly in the previous chapter, and one possible solution seemed to be to separate the grammar and the output sections with a standard interface between them. The interface would probably allow output independent instructions to be converted at the final stage to output dependant codes. This is the only viable solution, and so it was selected but the interface, if any, to be used is to be studied in more detail in the relevant chapter. 

As an explanation of why this separation is required, consider the case where there are five languages that the source code formatter should work on, and three output formats. If the two definitions were to be held in one file then there would need to be fifteen different files - one for each permutation. Alternatively, if one file were needed for each language and one for each output form then only eight would be required. This might seems like a small saving, but now consider the case where an extra language is to be pretty-printed; only one new file need be added as opposed to three.



Alternatives

As was indicated in the previous chapter, there are already a number of tools available for similar work. These all have pitfalls when used as pretty-printers for a large number of languages and output forms.

The solution outlined above takes the best methods from the two most relevant types of package and combines them in a modular and cohesive way.

Almost all compiler-based packages work in a similar way, i.e. a lexical analysis stage followed by a syntax analyser followed by some output section. These stages are normally hard-coded in to the program (you can not select the language a compiler compiles at run-time.). All that is changed in this process is that the user defines all three sections at run-time. The tried and tested method seems a good one to adopt, and there do not appear to be any real alternatives.

This may seem a little naïve but a project of this size with this time-scale requires that some of the techniques used must be already available, and tried and tested. There is no time to reinvent the wheel.



Project Structure

To explain this process in words is not easy, a long verbose explanation will result, and will still not explain precisely what is to happen. Conversely a visual diagram will be over simplistic, and won't convey the processes involved easily. To this end, a new notation will be introduced.

The best way to introduce it is through an example. The example below represents the normal use of a Compiler-Compiler to produce a pretty-printer. 

�EMBED Equation.3���

Where:

	�EMBED Equation.3���	Compiler-Compiler producing code in language x

	�EMBED Equation.3���	Compiler compiling code in language x

	�EMBED Equation.3���	Grammar representing language y

	�EMBED Equation.3���	Embedded or action code in language x�

	�EMBED Equation.3���	Code in language x

	�EMBED Equation.3���	Source code in language y

This is informal, but essentially capitalised letters represent processes, whereas lowercase letters represent inputs and their subscript represents the language they are in or represent. Semicolons separate separate processes, which are written in the order they must be performed.

Essentially, what is wanted is:

	�EMBED Equation.3���

Where notation as above, except:

	�EMBED Equation.3���	A black-box process

	�EMBED Equation.3���	Embedded or action code in some internal language

	�EMBED Equation.3���	Program to translate output independent instructions to output dependant codes

This is almost true, except that the output need not be code in the same language as s, and does need to be in the form specified by b. This can be simplified by naming it t.

	�EMBED Equation.3���

To be useful many different source files will need to be processed with the same settings, to produce many different outputs. However, it is not efficient to apply the operation X below to each of these as much of the work will be duplicates, so what is really needed is:

	�EMBED Equation.3���

Where:

	Within the tuples the super-subscript identifier are indexes.

This is how the program should encapsulate the complex processes that occur. A solution can now be considered. Essentially the process is the same as the Compiler-Compiler, except that no intermediate stages produce source code. Instead, the use of the symbol �EMBED Equation.3��� to represent the internal storage of the parser (primarily the parse table in this case) will be adopted.

	�EMBED Equation.3���

Where:

	�EMBED Equation.3���	Configures the run-time parser

	�EMBED Equation.3���	Applies the source �EMBED Equation.3��� to the parser and returns formatted output. P can be applied 		many times using the same parser

This is still overly simplistic, but no more detail need be considered until the individual design section of each package.

This is represented in a simplistic way by the structure chart:

�EMBED MSDraw.Drawing.8.1���

This structure chart can not clearly express the complexity of the system, and as such is only a simplified model of the system design.	

The Implementation Language

From the analysis section, it is know that the design is to be modular, with an Object-Orientated Design and to make use of Encapsulation, all the main features of an Object-Orientated Language. Thus it might seem obvious to select an Object Orientated Language, but there are other considerations.

A procedure based language, such as C or Pascal, has no benefit over an Object-Orientated Language and as such is dismissed as they have obvious disadvantages.

The other main contender is a functional programming language. A number of compilers have been implemented in Functional Programming Language, and they relate well to the series of processes that have to occur. To explain, there are the processes:�	�EMBED Equation.3����that have to be carried out. How much better this would be if this could be written:�	�EMBED Equation.3����such as the use of a functional programming language would allow. This is, however, not a real advantage over an Object-Orientated Language, as this effect can be achieved in an OOP Language.

The decision was a hard one, but an Object-Orientated Language was finally chosen because of their more powerful data-structures, which could be difficult to implement under a functional language.

Despite the fact that there are many OO Languages, the choice was an easy one; Java was selected because it is platform independent, has powerful data-structures included, allows easy separation of modules into packages, and is (almost) safe. It has other advantages, such as a garbage collector and a commenting style that allows API's to be automatically generated. The only major disadvantage is that Java is an interpreted language, so that it will run significantly slower than a comparable C++ program. The advantages outweighed this however and Java was selected as the Development Language.

Implementation Tools

The grammar of the language to be pretty-printed and the embedded code have to be introduced into the system in some way. This also has to be human readable. This means that a text file has to be parsed to extract the grammar and the embedded code. There seemed three alternate ways of doing this:

Write a parser by hand

Use the parser that is included in the development of this system

Use a Compiler-Compiler

Writing a parser by hand would have been unnecessarily time consuming, even using the basic lexer included in Java.

It seemed quite appealing to use the parser that was an integral part of this project, but this would have meant hand-coding a basic parser to start with, so that it could operate on itself. This is much the same as often happens with compilers when a small subset of the language is implemented by hand, and then the whole language is written and compiled using that Compiler, before eventually compiling itself. In addition to this there were other problems associated with this option in this case. The most important of these was that as source-code is not produced for the language being developed otherwise the embedded code would have had to supply many low level commands to manipulate the grammar being used. These would have made the language more complex and less safe.

The final solution was to use a Compiler-Compiler. This seemed an ideal solution, as it would simplify the whole process and keep the actually grammar of the definition file clear. This strategy was adopted.

The next decision was the Choice of Compiler-Compiler. There were only really two options available at the start of this project. A combination of JLex and CUP or JavaCC (which combines both lexer and parser). The code required to link JLex and CUP is unnecessarily complex and so JavaCC is the best option. This takes one input file and produces a number of Java Classes that can be imported into a project. These can then be used by supplying an input stream as an argument in the constructor of the class of the same name as your grammar.

Summary

The design splits the project up into a number of more manageable packages:

A generic lexical analyser which accepts it's definitions at run time 

A syntax analyser which accepts it's definitions at run time

A controlling section to combine these two stages

A small interpreted programming language 

An Output section which contains basic translation and conversion 

An interface section

As is allowed in Java it seemed sensible to give these a hierarchical structure, viz.:

1.	scf (source code formatter) 

1.1.	scf.process (controlling section) 

1.1.1.	scf.process.lexer (lexical analyser)

1.1.2.	scf.process.syntax (syntax analyser)

2.	scf.eal (embedded action language)

3.	scf.Output (output section)

4.	scf.Interface (interface)

The interface between these will be defined in the individual sections themselves, within the bounds shown above.

Validation and Verification

This section has not caused any knock-on-changes to the previous section.

The system that has been proposed as an overall design is designed to fulfil the requirements in the Analysis Chapter.

The design is sufficient to break the packages down further and analyse, design and implement each of these in turn.

This Section has been successfully validated and verified.

�Lexical Analyser

Overview

The lexical analyser takes a stream of input characters and breaks it down in to a series of tokens. Tokens can represent a number of things including keywords, identifiers and constants.

A typical compiler or pretty-printer would have the tokens hard-coded into it making it more efficient than the generic method that will be adopted. 

Analysis

Outline

There are a number of decisions that will have to be investigated:

Whether to separate the lexical analyser and syntax analyser.

The power required of the lexical analyser 

The information required to lexically analyse some input stream

The notation used to specify the tokens in the SCDL

The form of interaction between the lexical analyser and the syntax analyser (sub-routine or co-routine)

The form of the output (such that the parser can iterate backwards and forwards through the tokens) and the information to be passed to the syntax analyser

After this the lexical analyser can be designed and implemented to fulfil these requirements.

Each of these points will be discussed in turn, before a formal specification is given.

Separation

The lexer must be useful in the parsing in the majority of programming languages and be a useful component of the package as a whole and provide a useful interface to the syntax analyser.

There are a number of issues in lexical analysis, and its separation from syntax analysis. The best analysis of these surely comes from the book Compilers Principles, Techniques and Tools (see the glossary for more details):

Simpler design is perhaps the most important consideration. The separation of lexical analysis from syntax analysis often allows us to simplify one or the other of these phases. For example, a parser embodying the conventions for comments and white space is significantly more complex than one that can assume comments and white space have already been removed by a lexical analyser. If we are designing a new language, separating the lexical and syntactic conventions can lead to a cleaner overall design.

Compiler efficiency is improved. A separate lexical analyser allows us to construct a specialised and potentially more efficient processor for the task. A large amount of time is spent reading the source program and partitioning it into tokens. Specialised buffering techniques for reading input characters and processing tokens can significantly speed up the performance of a compiler.

Compiler portability is enhanced. Input alphabet peculiarities and other device-specific anomalies can be restricted to the lexical analyser. The representation of special on non-standard symbols, such as ^ in Pascal, can be isolated in the lexical analyser.

This passage makes several good points for the separation of lexical and syntactical analysis in a compiler but this doesn't necessarily relate to the task in hand. Taking each point in turn:

The parser can't ignore comments because they must also be included in the output, unlike a compiler.

Because the tokens to be matched aren't known until run�-time there is little room for optimisation, though this point is still valid and does deem deeper consideration.

Because this project is to be implemented in Java portability is not an issue as Java is already platform independent.

In spite of these criticisms the separation does have some advantages:

There are still some tokens that should be ignored, e.g. white space and so point 1 above does still apply. In addition it seems likely that elements such as comments which aren't part of the grammar but which do require incorporation in the output will require special handling. It would seem wise to separate these at a separate stage to the syntax analysis to keep the syntax analysis as simple as possible.

There are potential efficiency gains to be made. String or pattern matching is much easier than parsing.

It fits in well with the modular approach of this project.

The solution that was finally selected was to separate the lexical and syntactical analysis stages.

Power

After opting to separate the lexical analyser from the syntax analyser it was important to decide on the power which I should bestow on the lexical analyser. On one hand bestowing to little power would make the lexer worthless, but on the other making it too complex would largely negate the point of having the separate phases as described above.

As was discussed in the previous section there are some elements, e.g. white space, which ought to be ignored, and are not required by the syntax analyser. There are also some elements, e.g. comments, which although not specified in the grammar can not be ignored. Finally there are normal tokens which are part of the grammar.

It seems sensible for the lexical analyser to separate these different types of tokens, as they will have to be dealt with differently by the syntax analyser, which would increase its complexity.

Apart from this difference the lexical analyser will have to work much the same way as a lexical analyser generator, i.e. take the definition of a number of tokens and some input and then split the input into these tokens. 

For these reasons it was decided to take the UNIX package LEX as a basis for this lexical analyser and to bestow similar functionality and power on it.

LEX allows the following constructs in regular expressions:

Union, written A|B

Concatenation, written AB 

Kleene's Closure, written A*

Positive Closure, written A+

Optional Closure, written A?

Brackets

Character Sets

All of these constructs are useful, and are commonly used; their inclusion is necessary to provide useful lexical analyser.

In addition it allows the use of different state's, where each token can be matched in one or more states, so that by changing the state different matches can occur. LEX allows the use of look-ahead to decide on which token to match. Neither of the are commonly used, and most programming languages are designed so that they need not be used. In cases where they are used a change to the grammar can usually make their use unnecessary. It was decided not to adopt these, due to pressure of time and for the reasons explained. 

Specifying Tokens

The lexical analyser needs to know what the tokens it can match are, and which are normal tokens, which are specials and which are to be ignored. In addition to this tokens can be case sensitive, case insensitive or can contain regular expressions (based on LEX).

It is true that a token which is not case sensitive can be expressed as a regular expression by writing a series of or statements, one for the uppercase and one for the lowercase alternative of each character. This, however, is a laborious method, and a suitable alternative must be found.

A token usually has a name (an identifier) and a definition, usually expressed as a string or e regular expression. 

The notation I adopted was:�	Identifier -> rule�where the rule will be described below. This notation was selected because it is a method sometimes used to specify grammars, and this method will keep the system consistent and intuitive.

Although primarily a design issue some efficiency issues must be tackled at the analysis stage. One of these is the separation between strings with no regular expressions in them and regular expressions. Whereas it is a fairly quick process to compare a string to check if it matches another it is a much slower process to check a string against a regular expression. In addition, in most languages there are many more string matches than regular expression matches. Because of this, the two will be separated to allow for more efficient lexical analysis. This will result in the definitions for strings and regular expressions o be separated. The chosen method is the insertion of two hash ("#") symbols between the rules for matching strings and those matching regular expressions. The string rules will be first. The reason for this choice of separation is it is similar to that used in LEX ("%%") but different enough that the two are not confused. As explained before the use of special and ignore tokens is also important, these again are expressed by separating the sections with the same delimiter.

This will result in the definition file being made up of:

	String rules

	##

	Regular Expression rules

	##

	Special Tokens

	##

	Ignore Tokens

Where the Special and Ignore Token rules are expressed as regular expressions. The exact rules for expressing strings and regular expressions will be decided in the Design phase.

The definition file will be parsed by JavaCC that will create the symbol table and nfa list as explained in later sections of this chapter.

The Lexical Analyser and the Syntax Analyser

It is clear that the lexical analyser and syntax analyser will have to communicate with each other. This raises some questions:

The relationship between the two; sibling process or child process

The interface between the two, i.e. the public interface of the lexer

The public interface of the tokens returned and what they should contain

Because of the design methodology being used there is little known about how the syntax analyser will use the lexical analyser or how it will need to access the tokens. For this reason, the lexical analyser is to be designed to offer the most flexible method of accessing the tokens, a stack. This allows the syntax analyser to read the tokens sequentially, and if it needs to backtrack then it can simply push them back onto the stack, and reuse them later.

As was indicated in the overall design, the two analysers will operate as peers. The reason for this is that it would more easily allow a new lexical analyser to be substituted later.

The tokens passed to the syntax analyser will have to contain the:

Name of the token

Lexeme matched

Whether it is special or not

The position (line and character) it was found at

The interface used to access these will be decided in the design phase.

Design

A lexical analyser works by finding the longest match from the current character position, and then moving to the first unmatched character and repeating this process. Identifiers are usually added to a symbol table that is also used by the syntax analyser; usually keywords will be added to this symbol table before lexical analysis to simplify the process. In this case, there is no need to share a symbol table, as the syntax analyser need not know that two identifiers are in fact the same. Another reason for this is that he lexical analyser has no way of knowing whether two identical identifiers are in use in the same context.

Package Design

For the reasons stated in the Analysis Chapter the matching of strings and regular expressions will be separated. Because of this, the algorithm to find the longest match will be:

1.	1.	While it is still possible to make a match and there is more input

2.	1.1.	If any regular expression matches the string, remember the lexeme and identifier

3.	1.2.	If any string can be found to match then remember the string and lexeme

4.	2.	End while

5.	3.	If there was no match then error

6.	4.	Throw away if the match was an ignore

7.	5.	Add token to stack

8.	6.	Advance to next unmatched characters

This means that when matching strings and regular expressions it must be possible to check, not only if they have been matched but also if they could be matched. That is, is there some string that could be appended to it to form a match. 	

This method requires:

A method of getting input characters

A method of entering, storing and matching regular expressions

A method of entering, storing and matching strings

A definition of Token

A stack that the syntax analyser can use to get Token's

Each of these will be considered.

Input

The input will be in the form of a stream of Unicode characters, a Java InputStream. This can not be used directly because there is no method for putting characters back if they are not used. This will happen because look-ahead of some form is required to lexical analyse an input stream.

The solution to this is to add a layer on top of the input stream which takes the input stream and allows characters to be pushed back onto it. This is to be implemented in the form of a stack, which allows the popping of characters from it and the pushing back of unwanted characters.

Regular Expressions

A regular expression will be as specified in the Analysis section. In addition, the following meta-characters must be escaped (preceded by a backslash):�	\, ', ", (, ), [, ], <, >, {, }, |, *, ?, +�and the following escape characters can be used:

	\n : newline

	\t : tab

	\s : space

Regular expressions need not be quoted, so a regular expression can be written:

	(A|B)\s(A|B)

to represent the letter A or B followed by a space, followed by another A or B.

Regular expressions are usually represented internally be the use of non-deterministic finite automaton (nfa). For ease of implementation, a nfa can be implemented as a binary nfa, where there are only two options at each branch.

Non-deterministic Finite Automaton can easily be built up from regular expressions using the following rules [taken from Compiler Principles, Techniques, and Tools]:

1)	For �EMBED Equation.3���:��EMBED MSDraw.Drawing.8.1����Where I is a new start and f a new accepting stage

2)	For a in the alphabet: ��EMBED MSDraw.Drawing.8.1���

3)	If �EMBED Equation.3��� and �EMBED Equation.3��� are the NFA's for regular expressions �EMBED Equation.3��� and �EMBED Equation.3���:

a)	For the regular expression �EMBED Equation.3���:��EMBED MSDraw.Drawing.8.1���

b)	For the regular expression �EMBED Equation.3���:��EMBED MSDraw.Drawing.8.1���

c)	For the regular expression �EMBED Equation.3���:��EMBED MSDraw.Drawing.8.1���

The other constructs, viz.: �EMBED Equation.3��� and �EMBED Equation.3��� are merely notational shorthand's:

�EMBED Equation.3���

�EMBED Equation.3���

The above allow any regular expression to be expressed as an easily storable NFA. A NFA can easily be check whether it is:

A match - if there is a route through from the start to final state

A potential match - if there is at least one route where all the input characters can be consumed

This provides all the detail to implement a solution. The solution must allow:

The construction of all these NFA

Checking whether a string is a match or a potential match, or neither

Once this has been implemented the JavaCC script can be used to take a RE and make the necessary calls to create the associated NFA.

Strings

The task of storing a list of strings and then checking whether a given string is among them, or could potentially be matched may appear trivial, but is a little more complex than it may appear. The main complication is that capitalisation may or may not be important.

The notation chosen to represent these are strings enclosed in single quotes for non-case-sensitive strings and double quotes for those that’s should be matched only when the case is identical.

The solution to this is to be a recursive data structure, named SymbolTable. It is to be a binary tree of strings together with a flag indicating whether it is case sensitive.

A match can be found by climbing the tree and making a decision at each branch as to which side the match would have to be on if it exists. A match is acceptable if it matches exactly or it matches in all but case, and both the string found and the string wanted are both case-insensitive. If no match is found but the leaf's of three have not been found, then a match is possible. If neither is the case then no match is possible.

Token

Token is a storage class, essentially a tuple containing a lexeme, identifier, line position, character position and a flag indicating whether it is a special token or not.

The types for these elements are shown below:

Lexeme : String

Identifier : String

Special flag : Boolean

Line position : Integer

Character position : Integer

The storage mechanism is a class with the variables representing the information to store and with methods to access them.

Stack Interface

In order to allow the Syntax Analyser to move forwards and backwards through the tokens a stack is to be used. The primary design decision for this is whether to:

Extend an existing Stack class

Return a real stack

Provide a public interface that included push and pop

The first is rejected because it limits the implementation to the use of one stack (there are at least two available)

The second option is rejected because it requires that the push knows what to push, whereas it would be more useful and safer for a push not to take an argument, but to push the last element popped.

The third option is selected through elimination. It requires two stacks; one to store the items on the stack and the other to store those popped off the stack.

Implementation

There are six classes developed in this package, excluding the classes created by JavaCC. The JavaDoc package index is to be found in Appendix 1: scf.process.lexer and the source-code can be found in Appendix 2.1. The final JavaCC script, containing all these rules and more, is available in Appendix 3. 

The push method of the lex class was never implemented because it was not required by the Syntax Analyser. The groundwork for this is there and it can easily be added if required.

Testing

In line with the aim of this project to develop a reliable software product, the testing strategy is important.

The four main elements of this package were unit tested, viz.:

InputStack

SymbolTable 

nfa

Lex

These were all tested by writing stub routines, which made use of different facilities in each class. The expected result were then compared with the actual results. The usual practice of testing in normal, expreme, and erro cases was employed.

InputStack was tested to ensure it always produced the correct stream of characters and that it would not allow reading past the end of file or the start of the file. Importantly, it was also checked that it would return all the characters up until these points.

SymbolTable was tested to ensure that:

Case sensitivity worked

Potential matches were found

No matches would be correctly reported

Special cases, such as the same string apart from capitalisation, could be matched

nfa was first tested by using stub routines to check each of the constructs that it can represent worked correctly and that each of the special characters worked correctly. After this was successfully completed, the code produced by JavaCC was tested in conjunction with nfa to ensure that every regular expression created the correct NFA, and that the pair worked properly together.

Lex was tested in three ways:

To ensure that the longest match was always found whether it was a string or a regular expression and that if no match could be found then the error was reported.

That pop and peek work correctly, and that it is not possible to read past the end of the tokens

The tokens on the stack represent correctly what they are supposed to be

The result of the testing was that this package could be safely integrated into the system.

Review

The result of this section is a working, efficient lexical analyser that accepts its rules at run-time. In short, it meets the requirements.

The major design decision, to separate regular expressions and strings works well, but there is no easy way to compare how it would have worked if the other option had been selected. It is likely that a small saving in time has been achieved at the cost of extra complexity.

The notation used to specify the differences between specials, ignores, regular expressions and strings is effective but a little complex. In hindsight maybe a better solution could have been found. This is a trivial matter however.

The next major development of the lexical analyser would be to bestow full Unicode capabilities on the lexer and to reduce the number of meta-characters that need escaping and standardise those escape characters that do exist.

�Parser Generator

Overview

There are two parts to syntactically analysing source-code:

The production of code or a data-structure representing the grammatical rules

The use of driver routines to produce an syntax tree

This section focuses on the first of these two stages.

Analysis

Many different classes of grammars can have syntax analysers developed for them, e.g.:

LR(k)

LL(k)

LALR

There are also a number of different techniques used to parse them.

The methods of parsing can be categorised, thus:

Top-Down

Bottom-Up

Top-Down parsing depends on predictive parsing and the use of look-ahead's to decide which grammatical construct to apply to the input. Bottom-Up works by matching the elemental constructs and then gradually replacing these by other constructs until the start rule is matched.

LR(k) grammars are much more expressive than other grammars, e.g. LL(K). In fact the class of languages that can be parsed by LR(1) grammars is strictly greater than that of LL(1) grammars.

Bottom-Up parsing is usually more complex, especially in the generation of the parser itself. It does have the advantage, however, that it can be used to parse a greater subset of languages.

The selection of a Bottom-Up parser capable of parsing LL(1) grammar's only would have had several advantages:

Quicker and simpler to write

Easier to use

Easily replaceable by a Bottom-Up parser later, due to the modular design

Despite this, a Bottom-Up parser has an overriding advantage:

Capable of parsing most non-ambiguous grammar's, e.g. LR (1) - and as LALR is a proper a subset of LR(1) then it can also parse LALR grammars, such as the C language.

This resulted in a choice of a Bottom-Up LR (1) parser, as it is the only option to make a useful system, which can pretty-print real languages such as Java and C. 

It is worth noting at this point that the embedded actions associated with the grammatical constructs much, in some way, be attached to the relevant constructs. 

Design

Traditional Compiler-Compilers produce code, which, when compiled will act as the Parser. This system must however be different, as the Parser has to be given the grammar to sue at run-time.

This means an alternative method of storing the generated parser must be found, in such a way that it is easy to apply source to it, to create a syntax tree.

Fortunately, there is a well-documented solution to this, a method commonly used by Compiler-Compilers and other systems. The solution is a Parsing Algorithm for LR grammar's that includes documented methods for the generation of a parse table and then its use to develop a syntax tree.

The principle behind the algorithm is that a table is produced, with an action for each state and input permutation. This table is then used to manipulate an internal stack and the input. The actions in the parse table can be:

Goto: 	Change state

Shift: 	Move anther element from the input onto the stack and move to a new state

Reduce: 	Replace some elements of the stack with another element

Accept: 	Accept the grammar

If no action is found for a state/input permutation then there is an error and the source can not be parsed.

The Algorithm is provided in slightly different forms in many books. The one this Chapter is based on is Compilers Principles, Techniques, and Tools. The overview of the process provided is very limited and so the reader is referred to the book named above for a more complete explanation.

The algorithms used are reproduced in Appendix 4.1.

The algorithms are concise and do not look difficult to implement, but this is not true. Data-structures are required to hold:

The complete list of a grammar elements

The Grammar

The Items (essentially a list of productions with a place holder in each)

The Parse Table

Within these complex set operations must be supported, together with the methods described in the algorithm for the production of the parse table.

The most interesting problem is raised by the embedded actions, and the method by which they are to be associated with their constructs in the parse table. Three approaches to this problem were made; they are shown, chronologically, below:

An informal approach was taken by examining examples. It seemed that if actions could be associated with reduce and goto instructions in the parse table then they could represent the embedded code at every place in the grammar. This however had the problem that an action in the parse table is not unique to a construct in the grammar, and may be used more than one. This method was rejected.

A more formal approach used the theory behind Moore and Meally machines, used for the embedding of instructions in Deterministic Finite Automaton (DFA), to embed actions in the parse table. This approach was quickly rejected as the parse table, is itself, not a DFA. The stack using it is the DFA.

The solution was to apply the above technique to the stack. This was achieved by keeping a track of the embedded code for each production. Then, whenever a reduce-action occurred, the production being reduced could be found and the embedded code could be added to the stack.�This works because a reduce causes one or more elements to be removed from the working stack and added to the syntax tree. Each of these elements is in fact a production element that was specified in the original grammar, e.g.�	�EMBED Equation.3����has the production elements. When a reduce occurs the top of the stack contains:�	"next"�	conexpr�	"for"�Instead of merely adding these to the syntax tree we examine the original rule, e.g.�	�EMBED Equation.3����Instead of adding only three elements to the syntax tree, we add seven elements to the syntax tree. This would result in a section of the syntax tree looking like: �EMBED MSDraw.Drawing.8.1����The details of the how it is used will be studied in more detail in the following chapter.

The input required to generate the parse table is the grammar and the list of grammar elements. These are generated by JavaCC. The method is simple; each production element that is met is added to the list of production elements (the data-structure must ensure no duplicates). Each production is stored in a list, ordered by identifier, with a list of elements in each. Each element is a:

Token name (terminal)

Production name (non-terminal)

Embedded code

The rules required by JavaCC are in keeping with the lexical analyser. The new rules are appended to the end of the definition file, and again are separated by the "##" symbol. Rules are given in the form:

	Identifier ::= production list

Where production list is a list of production elements (terminals, non-terminals or code). The tree are separated by spaces and distinguished through the following notation:

Terminals:		The name of a token identifier from the lexical analysis section is enclosed in angled brackets, "<" and ">"

Non-terminals:	The name of an identifier used in this section, another rule

Code:		Enclosed in curly brackets, "{" and "}"

Empty rules are expressed through the capitalised keyword "EMPTY" and selection (often expressed A|B) is expressed by simply repeating the same identifier. Order is unimportant, but one rule must be called "start". This is the final rule to be matched before a grammar is accepted.

Implementation



A total of 9 classes were developed to meet the specification:

EALProductions

EALProductionsSet

ItemsSet

LessItems

ProductionElement

ProductionList

Productions

parseTable

ShiftReduceConflictException

The ParseSCDL rule file was also updated to extends it's capabilities to also storing the grammar and the grammar elements; the input for the parse table generator.

The Public API's are documented in Appendix 3 and the source is available in Appendix 2.2.

Testing

The implementation was built around the algorithms used to construct the parse table. Each algorithm was unit tested in turn (using sub routines where necessary). Once the items algorithm was complete a number of grammars were provides as input for it and the result was compared with the expected result. The primary grammar used as a test was taken from the Compilers Principles, Techniques, and Tools:

	�EMBED Equation.3���

The result was ten item sets, each containing one or more items. Each item set is given an index to identify it. Despite the fact the results were the same the indexes were different (unexpected since the same algorithm was adopted that was supposed to have created the results). This was noted for later, as it would have knock on effects if the same test suite was used later.

Once the correctness of the methods used to implement the algorithms was established the grammar used as input, instead of being created by a stub routine was created by the JavaCC generated routines. The same test grammars were used to test the system, thus verifying that the processes worked together.

Once the algorithms for the construction of items was thoroughly tested the algorithm for the generation of a parse table from the item sets could be tested. The input provided was the, already tested, output from the item sets, using the same grammars as previously. The generated parse table was then compared with the results documented together with the example grammars, and bar the different index numbers, the parse table was the same. 

The above testing showed for a number of grammars that the correct parse table would be generated. Extreme and Error testing was also carried out to test whether the parse table would be generated in such cases as:

An empty grammar was given

The grammar referenced a grammar element or production that did not exist

EMPTY was a production

Unused production rules were given

Ambiguous grammars

Testing for embedded actions is left to the next chapter, as this is where they are used.

As a final test, a large grammar was tested. The grammar represented the PL0 language (similar to a subset of Pascal) and has about sixty productions. The parse table produced the correct result, but slower than expected, about two and a half minutes in all.

Review

The aim of this package was to develop a working parser generator, which could be easily used by driver routines. The solution to the problem is a well-documented solution; a recipe for the creation of a LR1 parse table. The development of the system mainly involved the development of data-structures to hold the information required by the algorithms, methods used by the algorithms, together with the methods to implement the algorithms themselves. The classes were unit tested as they were developed and together as a complete package. The testing was rigorous enough to allow the further use of this package with little concern for its reliability. The implementation seems very successful with no shortcomings, and the capability to create a parse table for any LR1 grammar and error checking sufficient to report any grammar that can not be expressed in a LR1 parse table. 

The only one problem is that the generation process is not as quick as expected, and the time rises quickly when the number of productions increases. Further investigation showed that the only place where significant time-savings could be made were in the generation of new item sets from existing ones. The current routine creates a new item set and then checks it does not already exist (a fairly likely possibility); time could be saved by some sort of checking before the new item set is developed to check whether it is likely to create a item set that already exists.

Data structures selected, however carefully, are often not the best for the purpose intended, due to lack of knowledge of how they will be used in practice. An example of this is the choice of a separate data structure to represent an item (a production with a place marker) from the productions themselves. In retrospect, the same data-structure should have been used with an extra attribute representing the position of the placeholder.

�Syntax Analyser

Overview

A class exists that represents a LR(1) parse table. There also exists a list of semantic actions that have to be executed each time the construct they are “hooked to” is used. The aim of this section is to generate some data structure that will hold the embedded actions in the order they are to be executed.

The LR(1) parse table was partly selected because there are well-documented algorithms for generating a parse tree from the parse table.

The problem of “hooking” the semantic actions to the parse table were also briefly explored in the previous chapter, which guives some guidance as to how this canbe achieved.

Analysis

Before examining how to achieve the desired ends, it is important to examine exactly what those ends are. In this case, there was an attribute grammar, from which the output of the semantic actions is expected, for some valid code represented by the grammar.

For example if the grammar read:

	�EMBED Equation.3���

The source read:

	1+2*3+4

Then it would be expected that the following semantic actions would be performed in order:

Calc2 (2,3) ( x

Calc1 (1,x) ( y

Calc1 (1,y) ( z

Throughout this report the use of a syntax tree to act as an intermediate representation, allowing the execution of semantic actions to be decoupled from parsing, has been the assumed course of action. There are alternatives, such as a Directed Acyclic Graph, which is not suitable because the semantic actions of any node or sub-tree are likely to differ for each instance of that node or sub-tree. 

The syntax tree to be used is in fact a Concrete Syntax Tree (CST) as the order of the semantic actions to be executed is important. The added advantage of a syntax tree (or parse tree) is that hey are very versatile as they can actually be used to produce a visual representation of the structure of some source. This allows for easier testing and debugging as well as potential uses for the user, such as producing a syntax tree of the source as well as formatting it. This will result in more information being stored than strictly necessary but this is small compared to the advantage of a clean reusable representation. The use of a concrete syntax tree was the obvious and best one, and so was chosen to represent the structure of the source.

The implementation of the parser generator brought to light the problem of some parse tables being produced slowly. For these reasons, there ought to be some method for storing the produced parse table in a form that can be easily reread.

Many syntax analysers allow parsing to continue after an error is met, in order to report further errors. These are sometimes helpful, but are often the result of the first error. For this reason and for the fact that error handling of this kind would add a great deal of complexity to this project their use has been avoided. In the spirit of Object-Orientated Programming, it would be easy later to extend this class, use it's methods while adding others for error handling.

The independent use of language and output definitions to describe the final formatting of some code requires that an output routine can be applied to the output from the first section to create the final output. This class must provide some interface for this to be done once the output section has been designed.

Design

The algorithms for parsing using an LR(1) parse table are well documented and are replicated in Appendix 4.2. This algorithm has the advantage of being the same as for LALR(1) and SLR parse tables. This would allow future changes to the development of the parse table without affecting this package.	

The primary problem is the attaching of the semantic actions to their constructs. The previous chapter explained how this "hook" could be achieved at Reduce time. The method works because each time a 'reduce' action occurs, another level of the CST is added from the bottom-up. The algorithm for parsing the source would normally meet a 'reduce' action, e.g.

	Reduce �EMBED Equation.3���

Where the sub-trees representing grammar elements B, c and D are on the stack. The algorithm would then create a new tree with the root node A and three branched leasing from it to each of the sub-trees. If there were semantic actions attached, e.g.

	Reduce �EMBED Equation.3���

In this case the syntax tree should have A as the root and five six branches, one leading to each of the sub-trees and to each of the actions in order of appearance in the grammar.

The parser will hold the information to be added to the new syntax tree in three parts, viz.:

Reduce Statement�	�EMBED Equation.3���

List of productions:�	position1: {Action1}�	position2: {Action2}�	position3: {Action3}

Sub-trees for each of B, c, and D on the stack (D first, B last).

This means that the algorithm for Reduce must be:

9.	1.	Create new Root

10.	2.	For each production element on the LHS of the production (from right to left)

11.	2.1.	If there is a action for the index of the production element

12.	2.1.1.	Add it as leftmost branch from root

13.	2.2.	Pop sub-tree of stack and add it from leftmost branch on new tree

14.	3.	If there is an action at index 0 add it as leftmost branch from root

All that remains is to design the date structure that holds the syntax tree and the class that creates it from the attribute grammar.

The data structure has to represent a tree, but unlike a binary tree that is easy to implement as each node has only two branches this tree can an unlimited number of branches. The solution is to implement a tree as two data structures:

StructureList containing a list of structureNodes

StructureNode containing either a structureList (representing a sub-tree) or a terminal or an action

This recursive structure allows a list to be built up easily.

A class had to be developed that could be initialised by a grammar (and a list of grammar symbols) before returning the output from the semantic actions, when passed an initialised lexical analyser. As was discussed in analysis, there needed to be some way to store the parse table once constructed so that it could be easily read back. Java's solution to this problem is called serialisation, where a class can be saved and reloaded. In this case, the class should be parseTable. This model of the class would allow different source code to be applied to the same grammar.

The class used to perform the above processes should be constructed with either:

A Parse Tree

The information required to generate one, using the parser generator

In addition, it should allow the output be produced for some given source. This output should then be processed by the output section.

Implementation

The implementation consists of structureList and structureNode representing the parseTree, and analyser to control the whole process. The source for these is shown in Appendix 2.3 and the JavaDoc API is shown in Appendix 1.

Testing

The parse tree, even for a simple, grammar is had to create by hand. For this reason, and because the parser generator had already been fully tested, the parser generator was used to create the parse table. A stub routine was used to construct the analyser class. 

The first tests were on a grammar with no attributes; these included the same tests as used in the testing of the parse table generator. The source that was applied to these grammars were of the following forms:

Normal: legal source that was described by the grammar

Extreme: source that was valid, but close to error, for example empty source

Error: Source that was not described by the grammar

This testing demonstrated that the syntax analyser was a working and reliable syntax analyser for a parse tree of the format used by the parser generator.

The problem of testing semantic despite the language they were to be expressed in not being written had to be solved. The solution was for these semantic actions to be represented by an identifier, and their output to be that name. This simply required the JavaCC grammar that expresses the input source to give the definition of "semantic action" as "identifier" which had already been defined. 

The tests were carried out in all positions of a number of different grammars, including before the first grammar element and after the last. The grammars selected to test the attributes on were the same as those used for testing without semantic actions.

Despite the fact that there were no semantic actions as such the presence of their limited output (their own name) was sufficient to demonstrate they are being recognised and added to the correct place in the symbol table.

Review

A working, reliable syntax analyser has been developed that accepts a grammar with embedded semantic actions and uses the parser generator to produce a parse tree. From this the stream of tokens from a lexical analyser can be applied to the parse tree and for any valid program the semantic actions will be executed and their output returned. An illegal program will have an error message produced and the parsing stopped. Error handling is not included because of its complexity but could be added later.

The syntax analyser also facilitates the saving and reuse of a parse table, once generated, to save the time cost of recreating the parse table when it is needed again.

The class has been designed in such a way that when the format of the output section has been designed such that it can easily be added to this class when it has been developed and applied to the output.

This package works well and has been successfully combined with the other packages in the application.

�Action Language

Overview

The semantic actions of the attribute grammar have to be expressed in some language. In a compiler-compiler the semantic actions are written in the language that the compiler-compiler generates the code in. this result is no new language having to be designed or implemented.

This is not a viable solution for this project because the program does not generate code. For this reason, an alternative must be found to express the range of semantic actions to format source code at the very least. Preferably, the language should be sufficient to express any transformation of the input.

This language is to be named the Embedded Action language (EAL).

Analysis

The language must be able to be embedded within the SCDL, this means that it must be parsed by JavaCC, and so must be described by an LR(1) grammar.

There are two design issues in the creation of this language:

The syntax of the language

The interface used to communicate to the output section with.

These will be dealt with in turn.

In order to make the language as simple as possible to learn, it is intended that it be as similar to other languages, such as Pascal as possible. There has to be a balance, however. In order for the language to be small and easy to learn, it must be small. For this reason, a minimum amount of constructs ought to be used.

There are three constructs in an imperative programming language:

Sequence

Iteration

Selection

Whereas most languages off an alternative for iteration and selection it would seem appropriate to use only one. 

Iteration is usually implemented by a 'for loop', a 'while loop', and often a 'repeat until loop'. As both a 'for loop' and a 'repeat loop' can easily be implemented by a 'while loop' this structure is chosen to implement iteration.

The common statement for selection if a 'if then' expression and sometimes an 'if then else' expression. There also exists the 'select' or 'case' statement. The 'if then else' has some syntactic problems as it can not easily be parsed by an LR(1) parser. As this can easily be simulated through two if statements this added complexity was avoided by its omission. 'Case' statements are unnecessary as they can also be simulated by 'if then' statements, so in order to keep the language small there are also to be omitted.

Variables are also an integral part of any language. Some languages enforce rigid type rules for these variables, while others are typeless. Because the programs to be developed in this language are small, there is little need for strong type checking. For this reason, it was decided that a variable could be any of the available types at any point in the execution of the program, and could change type at any point. Operators can be overloaded, and if an operator can not operate on a particular type then an error will be produced. The conversion between types should be facilitated by prefix operators where possible. This type system is flexible and easy to use. 

The types to be implemented are like many imperative languages:

Boolean

String

Integer

In addition, where most imperative languages offer arrays a stack will be available. The stack would be able to hold any variable in any of the other types, including another stack. The reason for this is that when stacks are very useful when dealing with three structures. In addition, the use of two stacks could be used to implement the Turing machine. This intuitively would show that this language could calculate anything Turing machines can, i.e. anything computationally feasible. All variables must be declared before use, and given an initial type.  

The method of communication with the output section has to be definable at use time. This meant that some method had to be found such that any instruction can be passed to the output section. The solution to this was an instruction type, where the each variable had a name identifying its use. For example, an instruction could be called "CR", which the output section would know to translate as a carriage return and could produce a "\n" or a "<br>" depending on the output language. A comparison with a mark-up language such as HTML is noticeable here, and so the notation of HTML is adopted, an instruction is written:

	<INSTRUCTION NAME>

HTML also suggests the use of close tags so that some constructs can be enclosed; for example, an open indent ought always to be matched with a close indent. This can be enforced by the use of open and close tags. HTML does not differentiate between open and single tags so a new notation had to be found:

Open:	<[INSTRUCTION NAME>

Close:	<INSTRUCTION NAME]>

Where single tags kept the same syntax as before. The actual name of the instruction is the same format as an identifier, i.e. a letter followed by zero or more letters or digits.

The program must also have some method of outputting these different types so that they can be processed by the output section. Most imperative programming languages provide a statement called print or write that does just this. The decision to adopt print was arbitrary. Print takes an expression and stores if for processing by the output section.

There is an additional problem, not faced by normal imperative languages because of the way the code is to be embedded within a grammar. An attribute grammar allows synthesised and inherited attributes that between them allow data to be passed up and down the parse tree. As this does not fit well into the scheme of an easy to use imperative programming language another solution was found. This solution applied the commonly used global variable. This would allow data to be passed down the parse tree by assigning a value to a global variable before the sub tree is evaluated and passed up by adding variables to a global stack. Each type can therefore be declared global or local (default).

On a similar note, there must be some method of allowing the user access to terminals. The solution is simple; a local symbol table is created with an identifier 'lexeme' already added when embedded after a terminal. This allows the user to access the terminal as a string named lexeme. In addition it is expected that the most common code to be entered after a terminal will be "print lexeme;". For this reason, if no embedded code is given after a terminal then the above code will be automatically added. If this is not required then the empty program, {}, can be used to stop this behaviour.

In conclusion:

1.	A program consists of zero or more statements, each terminated by a semicolon , that are executed in sequence

2.	A statement can be one of:

2.1.	Variable Declaration

2.2.	Assignment

2.3.	If Statement followed by one statement to be executed if Boolean expression is true

2.4.	While Loop followed by one statement to be executed while the Boolean expression is true

2.5.	Begin End Statement, containing zero or more statements

3.	The available types are:

3.1.	Boolean

3.2.	Integer

3.3.	String

3.4.	Stack

3.5.	Instruction

4.	The functions and operands available for each type are documented below. Operators are listed with their infix operator and functions are shown by the use of brackets enclosing the argument. The following type abbreviations have been used:�	B : Boolean�	I : Integer�	S : String�	T : Stack�	C : Instruction�	A : All or any type

�Boolean�Integer�String�Stack�Instruction��Add��I + I ( I�S + S ( S����Minus��I - I ( I�����Multiply��I * I ( I�����Divide��I / I ( I�����Mod��I % I ( I�����Less��I < I ( B�����Greater��I > I ( B�����Equals�B = B ( B�I = I ( B�S = S ( B��C = C ( B��Not�B <> B ( B�I <> I ( B�S <> S ( B��C <> C ( B��And�B & B ( B������Or�B | B ( B������Upper���(S) ( S����Lower���(S) ( S����Len���(S) ( I����String�(B) ( S�(I) ( S�(S) ( S�(T) ( S�(C) ( S��Integer��(I) ( I�(S) (� I����Pop����(T) ( A���Push����T.(A)

T.() ����Empty�������IsEmpty����(T) ( B���Sub���(S) ( S����ToIdent���(S) ( S����5.	The print statement passes any variable to the output section for processing. It is intended that the instruction values are expanded to output dependant forms and all other output is printed out with no modifications.

Design

The language described above is a syntactically rich one, and hence very difficult to implement an interpreter for. The usual solution, and the one adopted here, is to translate this language into a simpler language with fewer constructs that can easily be interpreted at run time. This conversion can speed up the whole process as this conversion can occur once, rather than every time the program is run. This smaller language is often called byte-code and is usually stored in a constant form so that syntactic analysis is not needed.

This byte-code or intermediate code is often expressed using three-address code. Three-address code is usually written in triples or quadruples, where one elements is the operator, two others operands and in quadruple-form the final element is a name of place to put the result.

Examining quadruple form it seemed that the use of an accumulator as used in machine code programming would provide an ideal means of storing the temporary values, thus saving storage space in the storing of the intermediate code. Instead of writing:

Add a, b and store in t1�Add t1, c and store in t2�Assign t2 to d

It would be possible to write

Load a

Add b

Add c

Assign d

This immediately brings up the possibility of the accumulator storing more than one value in a FILO structure, a stack. This would allow code to be written as:

Load a

Load b

Add

Load c

Add

Assign d

Here, the operands are always taking of the stack. This allows for operators that allow more than two operands to be used. This may not seem very likely but in the development of a modular system, any unnecessary restrictions are best avoided. This method also avoids the necessary of every expression being converted to postfix notation, before being evaluated.

In order to provide the minimal language selection and iteration are implemented through the same construct. The construct checks the last item on the stack, and if it is true, the next line to be executed is set to the operand of the command. A conditional jump as used in machine code programming. Both the 'while loop' and the 'if statement' discussed in analysis can be implemented from this one construct. Apart from this, there needs to be pop and push statements to manipulate the stack, a print statement, and the ability to invoke the operators and functions attached to each type. 

As all the types must provide a common interface, they are all sub classes of the abstract class Value. They provide one method that takes an operation code, e.g. add, or string, and then pop's the required number of arguments from the stack and places the result back on the stack. The provides a neat way to implement the different types, with the easy potential to add more types as required and to add the operators that can be applied to each type.

The actual format of the program is two arrays, one holding the instruction for each line number, and the other the operand for those commands that use one.

The program in the language described in the Analysis section is converted to this form by simple rules given in the JavaCC grammar. For example:

While condition do

	statement

Could be written:

�EMBED Equation.3���

In fact each command is reduced to an integer and each operand is either a line number, an operand (stored as an integer) or a value, an instance of a subclass of Value.

These rules can be read from the JavaCC grammar file and are not documented here.

The design of the system relies on a class named Program being constructed and the lines of the program being added to it. A Program can have lines added, amended, or deleted and the result of a program returned. It uses a symbol table for local variables and another for global variables. The global variable symbol table is the same as a local symbol table but is passed as an argument to the constructor, rather than created within the class Program. This gives the creating process (the code generated by JavaCC) to select which pieced of EAL code share a global symbol table.

Implementation

The implementation for this package was done in two parts. Firstly, the byte code was developed, with only one type, and thoroughly tested. This showed that the framework was successful before the rest of the types were added.

The second stage was the writing of a grammar to represent the syntactically nice user and the rules to convert it into the language to be interpreted.

Finally the JavaCC grammar developed was added to the JavaCC grammar used for the SCDL, and the EAL package added to the rest of the project. The package then included real embedded actions that could produce real side effects.

The Complete JavaCC grammar is shown in Appendix 1, the JavaDoc for this who package is shown in Appendix 3 and the source in Appendix 2.4.

Testing

Testing, as with the implementation was performed in two main stages.

The testing of the intermediate code 

The conversion of the main language to intermediate code

The former was tested by building the language incrementally, starting with a small subset of the language, testing it rigorously, and then, once satisfied, adding in another type or instruction then testing it until the language had been completed.

Once the intermediate code had been successfully tested, programs in it were created from the EAL by the use of code generated by JavaCC. These tests showed that each construct and each operator had been converted correctly into the intermediate language. Tests were also made to ensure incorrect EAL programs could not be converted and that relevant error message would be produced.

Following the successful testing of the EAL as a free-standing system the testing was actually performed with the EAL embedded in the grammar. This testing was intended to show that the combination of all the packages had been successful and that things like global variables worked correctly.

A special stage had been reached at the end of this package. A working project that did everything the project claimed, bar a useful interface and the final conversion in an output dependant way. It does mean however, that output can be seen in almost the form in which it will finally be produced. For this reason the final suite of test plans for the project as a whole were drawn up and applied to the system as it was. This meant that:

The project could be tested in the situations it would finally be sued and tested in

Any subsequent errors found could have their locations narrowed down.

These test plans again covered normal, extreme, and error cases. In this case, one of the testing considerations was the size of the grammar. 

Review

The aim of this project was to develop a simple programming language that was capable of doing most, if not all, computer feasible computations. The solution was the conversion of the code to an intermediate code that used a stack to store temporary values. Five types were implemented, including a stack. Each type also incorporates the operators that can be performed on values of that type.

The implementation of this package has been swift with few problems and a very versatile interpreted language has been developed with extensive error checking and a good range of types. The potential to make changes to the programming language is large as new syntactic structures can be added in simply by the addition of a new rule in the JavaCC grammar. New times can be added in by the implementation of a new sub-class of Value and a few minor changes to the rest of the code.

There are no known shortcomings in this package.

�Output Section

Overview

The output section has to take a stream of values from the embedded actions in the attribute grammar and display it in a format dependant way, e.g. HTML or LaTeX. To facilitate this the values can also contain embedded instructions or tags. These instructions can be marked as single, open, or closed.

Analysis

The outline plan for this section had been a simple substitution for each of these instructions with a string equivalent. This method, though not particularly powerful should be simple to write and easy to use. 

On closer analysis it transpired that not only would this not be particularly powerful, but that it would also require shared code from the Embedded Action language. The reason for this being that comparison routines for instructions were already written and the routines for converting other types to integers.

In order to cut down the rewriting of code or the use of spaghetti programming the possibility of using the EAL to perform this section was considered. The following advantages were apparent: 

Simpler to implement

Less rewriting of code

Easier for the user to use, as they must already know the language

Can express everything the substitution system would have been able to

Can express almost anything, much more powerful

For these reasons, the idea of adopting this approach seemed a good one; there was only one drawback. The only selection construct available is the 'if' statement, in which it would be very tedious to represent a list of substitutions. A switch/case statement was required to make the solution viable. The modular design of the EAL was designed to allow the easy addition of more constructs. In this case, only the grammar would need modifying, as this construct can be expressed easily using the intermediate code. The addition of fall through and a default option allows the statement to be more usable and more like other interpreted languages.

Design

The decisions made in the analysis section make the design very small.

The 'switch/case' statement can be implemented by creating an 'if' statement for every occurrence of 'case'. 

The input stream is supplied by creating a stack name 'output' available to the program used to convert the output. The stack contains a list of values produced from the embedded actions.

The output from this is a String, which is produced from the 'print' statements of this program. To do this the only changes that had to be made to the syntax analyser was placing the output (a stack) from the embedded actions in a symbol table that was used in the Program containing the output rules. The output from this (again a stack) was finally converted to a string and returned. The Syntax Analyser had been designed to take these types of additions.

Implementation

The changes to the EAL and the Syntax Analyser are small are only the final versions are shown. These are available in Appendix 23 and Appendix 2.4.

Apart from this the stub routines had to be modified to parse an extra program (written in EAL), and pass it to the syntax analyser before each parse. The JavaCC grammar can easily be reused for this purpose so that there was no need to rewrite any code.

Testing

A subset of the original test suites were rerun on the Syntax Analyser and the Embedded Action Language to ensure none of the changes had been detrimental. The case statement was then tested, especially the fall through and default facilities. 

Testing was then carried out to ensure that the system worked as a whole and the correct output was achieved. To do this the test suite used in the last section was used.

Review

The decision to reuse the programming language developed for the embedding of semantic actions was decided. It allowed the user with greater flexibility. To make this option usable a case statement was added to the embedded action language - a comparatively process due to the design.

The output from the semantic actions was then supplied as a variable of type stack to the program doing the conversions. The output from this program (still using the Print statement) was converted to a string before being returned as the final output.

The modular design of this project allowed this section to be implemented easily and quickly. The implementation was a success and now, bar a user interface, the project can be seen to work.

�Interface

Overview

In order to test the project a stub routine has been built up that accepts the following from the command line:

File containing SCDL

File containing ODL

File containing source to be formatted

It then prints the formatted source to standard output.

The routine also allows the parse table to be serialised and a serialised parse table to be used in place of the SCDL. The syntax for this is crude, as is the implementation.

For this reason a new interface has to be developed, as well as an additional interface that allows the user to interact visually.

Analysis

The two user interfaces will be considered separately.

Text Interface

The text interface should allow the user to:

Format source code given a SCDL and ODL

Format source code given a serialised parse tree and ODL

Create a serialised parse tree given a SCDL

The user should be able to do this using the command line, and have all error messages displayed through standard error.

The syntax decided on is:

SCDL ODL Source Source . . . Source

-load serialised_file ODL Source Source . . . Source

SCDL serialised_file

When more than one piece of source is given they results are simply concatenated, and all displayed on standard output.

Visual Interface

The visual interface is to provide an easy-to-use front-end for the project. It should be intuitive and visually attractive. 

As the project is written in Java, the interface can be implemented as an Applet, which will allow the project to be more widely distributed and more easily used.

There are five stages:

Choose whether to use SCDL or serialised parse table [saved file]

Load file

Load ODL

Get source 

Display result

The most common method of collecting data that is in a series of stages is through the use of a wizard, that takes the user through each stage - allowing them to move forward after a step has been completed, or back to change a step.

This approach is easy to use, and leaves little room for mistakes as the very tightly confined as to what they can do. They can not move to a following stage until the previous one is successfully completed.

In the text interface, the user supplies files for each of the definition files, this should be an option here, but in addition, the user should be offered the chance to actually create or manually edit the file.

As the system was designed to format source in real time, as the user types, this also ought to be incorporated into the interface.

The final list of steps the user must go through are shown below:

1)	Choose whether to:

a)	Load a file containing SCDL (from server) - can be serialised file

b)	Load a file containing SCDL (from server) then edit it

c)	Enter SCDL directly

2)	Get or enter file as specified

3)	Choose whether to:

a)	Load a file containing ODL (from server) 

b)	Load a file containing ODL (from server) then edit it

c)	Enter ODL directly

4)	Get or enter file as specified

5)	Choose whether to:

a)	format source in real time - as the user types

b)	get source then display output

6)	Get source: If in real time show pane 7 simultaneously

7)	Show output

Design

In order that the system is easily expandable, so that different user interfaces could be added, and abstract class AbstractInterface was developed. This provided mechanisms for displaying output and a progress meter to the interface that was being used. This allowed the rest of the project to operate without knowing which interface was actually being used - important in a modular design.

The text interface simply required messages were printed to standard output, and errors to standard error. The visual interface had to display all errors to a message area on the Wizard.

All the Wizard, or indeed the command line interface, had to do was to accept or create three input streams, one for the SCDL, one for the ODL and one for the source. These were then used to construct and use the analayser class. The result was then the output. Input streams can be created from files, URL connections or from strings, as returned from text boxes. This allowed these tree bits of input to be easily collected, as the Java API provides good text boxes, as well as URL and file connections.

The only problem with the design was that it is not easy to get a list of files from the server, so that one can be selected be loaded. The solution was to provide a list, in text format, listing the files, together with a brief description and a flag indicating (for the SCDL) whether it was a serialised parse table. This list was read in and the user allowed to select one file, which was then loaded in.

Implementation

The AbstractInterface and its subclass TextInterface were developed first. All writes in the project to system out were replaced by the equivalent write method within AbstractInterface.

Once this was completed, the command line interface was rewritten to provide a neater syntax and more compact code. The Wizard was then developed using the Visual Designer in Borland JBuilder and the VisualInterface to go with was added. 

The JavaDoc for the Interface package is shown in Appendix 1 and the source is shown in Appendix  2.6.

Testing

As the system that the interfaces use to generate the output had been thoroughly tested and wee known to work the testing in this section was to verify that the Interfaces worked correctly and that they were stable.

For this reason, most testing was focused towards the wizard and sing how it would work under pressure, for example under low memory conditions where intensive work was attempted.

As the interface was meant to be usable, a small number of users were asked to trial the system with only a brief introduction to the package. They all picked up the system quickly and found it easy and intuitive to sue.

The whole Interface package worked well, even under extreme conditions.

Review

For any project to be useful it ought to have a powerful yet easy to use interface. This project has been bestowed with two interfaces, a text and a visual one, to sit the task in hand and the user.

The interface, though vitally important, is not an integral part of the system, and so many of the design decisions have been omitted, as they would only cloud the design of the system as a whole.

Despite this the interface was carefully designed, and is extremely usable and stable.

�The Complete Package

Overview

The system has been incrementally developed, the result being a working program contains a number of packages. This system has been fully tested and implemented. This chapter intends to briefly discuss the final packaging of the project and the final tests.

Packaging

The result of the implementation was a hierarchical director structure containing the '.java' files. Once these are compiled into byte-code, a number of '.class' files will be created in the same directories as the source files with which they are associated.

This system means it is difficult to distribute the application as the files are not all in one location and there is a temptation to distribute the source files, which is unnecessary. There is also a problem when distributing the code as an applet by placing it on a server. The '.class' files will be downloaded one at a time, and there are potential problems with the settings of the remote machine.

Fortunately, Java provides an easy solution to this problem, called a Java Archive or JAR. In a process called deployment a collection of all dependant '.class' files can be placed in an archive that can be distributed by any means. Using this process it is possible to distribute one JAR that contains all the associated code, togetehr with the '.class' files to launch the Generic Source Code Formatter both as a stand-alone application and as an Applet.

The JAR acts much as a black-box and all the user ened know are the names of the classes that they can directly access. In this case they are:

scf.Main for the application

scf.Interface.Wizard for the Applet

The Main routine takes the command line parameters described in the Interface Chapter, and if it receives none then it launches the Wizard, still as a stand-alone application. As Wizard subclasses the class Applet it can be launched as an applet by another application. For example, the following HTML would embed it within an HTML browser:

<applet 

code="scf.Interface.Wizard.class" 

align="middle"

width="550" 

height="400" 

archive="latest.jar" 

name="Generic Sourec Code Formatter Applet">

You need a Java enabled browser to use this applet

     </applet>

The code paramter gives the name of the class. Height and width specify the size the applet is to be; as the Wizard is resisable it will grow or shrink to fill the space available. Archiev specifies the JAR to use.

Testing

Testing on the project has already been completed, through the process of incremental development. 

A different sot of testing was used to validate the project. Some real applications of the project were developed to ensure that the project not only worked correctly, but was also a useful tool for the purpose for which it was intended.

This testing included the development of a:

Formatting example for PL0 (similar to a subset of Pascal)

Five operator Calculator

BNF to SCDL converter

and

Output to HTML

Output to Plain text

These applications of the project were not only important in demonstration that the project was useful but served as useful examples of the power of the package developed.��Review

Overview

This chapter discusses the completed project, looks closely at the analysis and design decisions, and looks at whether the aims of the project have been met.

The Conclusion Chapter examines the success of this project in an educational light while this chapter looks at it as the solution of a documented problem.

Discussion

The aims of the project were to develop a source code formatter that was:

Easy to use

Capable of formatting most languages

Common syntax for all languages

Capable of formatting code in different output formats

Minimise proliferation of executables

A number of different options were considered before the development of an "Interpreter-Interpreter" was decided on. This worked in a similar way to a compiler-compiler except that all processing was performed at run-time and that the output was processed by a routine that could expand instructions in a output format dependant way, before being outputted.

This system accepted an attribute grammar, similar to those used by compiler-compilers, a set of rules for formatting the output and some source.

This means that some sample command lines uses could be: 

scf Java HTML test.java

scf Java TeX test.java

scf C Text test.java

scf HTMLgrammar HTML test.java 

This syntax is easy to use, intuitive and extremely useful. It allows the user to format any (LR1) language (that the grammar has been written for) into any output form.

The system is very powerful, with no limit on the output that can be generated. As well formatting source code the system can be used to prototype programming language and evaluate expressions.

The speed of formatting the code, once the parse table has been generated, is quick, so quick in fact that the updates can be performed in real time - despite the fact that Java is an interpreted language.

There are problems, however. Despite the careful analysis and design there could possibly have been better decisions, culminating in a more useful and usable system. Initially the problems will be discussed before alternative methods can be analysed. 

The primary problem is speed; the process of generating a parse table from an attribute grammar is slow. A partial solution to this does exist in the form of saved or serialised parse tables. The problem with these is that they are typically ten times larger than the original grammar, they are still not very, and worst of all they can not be edited. A small change, say the addition of a new construct requires the original grammar to be changed and the saved parse table regenerated. This two-stage process was one of the major criticisms of the use of compiler compilers.

The notation of the SCDL could also have been improved. The clearly separated lexical and semantic rules make processing easier but only go to complicate the process of creating SCDL. By allowing lexical tokens to be embedded into the grammar, and mixing regular expressions and strings, the development of the SCDL would have been much easier. The addition of more syntactic sugar, such as the use of square brackets to indicate optional constructs or Kleene's to indicate a repetition of zero or more times would have also made the writing of SCDLs easier.

The separation of the output section from the grammar was intended to make grammars reusable, but this is only true to a point. Despite the fact that a grammar for a small programming language is always the same, different semantic actions are needed to format it and to evaluate or execute code written in it. A nicer solution would have been to separate the grammar from the semantic actions as is done in SableCC - a new Compiler-Compiler. 

Conclusion

This discussion raises the question of what was actually trying to be achieved. The program developed works extremely well as a Generic Source Code Formatter. It is safe, reliable, sturdy, and cross-platform. It allows the formatting of a very large subset of languages - LR(1). It allows the prototyping of languages and provides a language powerful enough to express any problem that can be expressed by computers. Although not tremendously fast, with the use of saved parse tables, the speed is adequate and the provision of two types of user interface will suit most users. This design and implementation most definitely meet the aims set down in the Analysis section and provide a solution to the problem described in background.

The development of this package has raised other questions, and alternative solutions to the same problem. These developments are discussed in the Conclusions and Extension Chapter.

Validation and Verification

This chapter analyses how the finished implementation measures up against the original problem. This validates the project while the critical analysis of how the project measures up to the task set in the Analysis Chapter clearly verifies that the project has been built correctly.

�User Manual

Introduction

SCF is a generic source code formatter. It allows source code in most languages to be formatted and output in most forms, e.g. HTML, LaTeX, or plain text. The set of input and output languages are both completely user definable.

The design of the program is such that the input and output definition files are independent of each other, and so are easily reusable for different tasks.

The file defining the language to be formatted will be referred to as the Source Code Definition Language (SCDL) and the file defining the form of the output will be referred to as the Output Definition Language (ODL).

The program operates in text mode, through the command line and in visual mode, through a wizard that guides the user through the steps to format the source code.

This manual is divided into two parts. The first describes how to use the source code formatter, while the second describes how to make new SCDL and ODL files.

Using SCF

The SCDL comes in two forms:

A text file containing the rules defining the language

A saved file that allows contains the same information, but is much quicker.

The larger the language that needs to be formatted the slower the process will be. For this reason, a saved SCDL can be used instead. It can be generated from a normal SCDL but is much quicker at formatting source code.

The SCDL needs to be used with an ODL to produce results in a particular format. The communication system between the two can evolve to be more expressive. For this reason, each SCDL and ODL file is given a version number. The rule is simple, the combination will work so long as the SCDL has the same or lower version number than the ODL.

Launching SCF

SCF is a Java program and as such needs to be executed using a Virtual Java Machine, version 1.1 or later. The package containing the program is latest.jar.

In order to use it, the Java Runtime Environment, JRE, or a Java1.1 enabled browser must be available.

To launch the program using the JRE, while the current directory contains latest.jar and jre is in the system path, type:

	jre -cp latest.jar 

to launch the visual interface, or:

jre -cp latest.jar command line args

to launch the command line version.

To run the program as an applet using a browser load the following page into Java1.1 compliant browser:

	http://www.warwick.ac.uk/student/L.Crawford/project/TestApplet.html

As Java is cross-platform-compatible, SCF can be run on any system with Java available for it.

Errors

Whichever interface is used, the possible errors are the same. A good description is provided by the system, but are provided here for clarification:

Out of Memory: This error is likely to happen for large languages. Set the amount of memory allocated to the JRE to a larger size, and try again.

Lexical Error: A symbol or sequence of symbols was not recognised is the source code. The position of these characters, and what follows them, will be displayed. This will often happen when an unusual symbol is in the source code.

Syntax Error: The source code was not described by the SCDL. Either the SCDL is for the wrong language or there is an error in the source code

SCDL Error: The SCDL or the ODL were not valid. The position of the error and a list of alternatives will be given.

Reduce/Conflict Exception: The SCDL is not suitable for parsing by this program, i.e. it is not an LR(1) grammar. Sometimes the grammar can be rewritten to make it suitable.

There are a small number of other errors, but these are comparatively unlikely and a description will be provided if they do appear.

Using the Text Interface

The text interface provides a simple interface to 

Format source code using

SCDL

saved SCDL

Generate saved SCDL from SCDL

The interface is very simple. If:

scf is a script that launches the program using the JRE

SCDL is the file containing the SCDL definition file

SCDLsaved is the file containing a saved SCDL file

ODL is file containing the ODL definition file

Source is the source file

Then:

scf SCDL ODL source�will format source using SCDL and ODL and display the output on standard output

scf -load SCDL ODL source�will format source using a saved SCDL and ODL and display the output on standard output

scf SCDL SCDLsaved�will generate a saved SCDL file from a SCDL. It will be saved as SCDLsaved

Using the Wizard

The wizard can be used to format source code using either a SCDL or a saved SCDL, but does not provide the facility to generate a saved SCDL. 

The wizard is launched either as an applet or by running the command line version with no arguments.

The wizard is divided into three main areas:
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There is a status bar that shows any errors, current progress and instructs as to how to proceed. The buttons in the bottom right move backwards and forwards through the wizard steps. The Next button is dimmed until the correct information has been enetered. The Main area contains the information for each step of the wizard. These steps are examined below:

Choose input method for SCDL�The SCDL can be either entered in a text box, loaded from the server or loaded from the server and then edited in the text box. Choose an option and select next.

Enter SCDL in a text box�An empty box will appear, type in, or copy-and-paste in a valid SCDL file, then select Next.�Load SCDL from server�A list of SCDL files will appear, select one by clicking on it and then select Next.�Load SCDL from server then edit�As loading a file from the server, though after it has been loaded, if it is not a saved file it will appear in the text box used for entering SCDL directly. Edit as required and select next

Choose input method for ODL.�Choose whether to load ODL from server or enter directly by selecting checkbox in front of option then select Next

Enter ODL in a text box�An empty box will appear, type in, or copy-and-paste in a valid ODL file, then select Next.�Load ODL from server�A list of ODL files will appear, select one by clicking on it and then select Next.

Real time or sequential�Choose whether the source code should be formatted as you type. If you select this option, be careful, as it can be slow on large source files. Use Next to continue.

Real Time�Type in the pane on the left and see formatted source appear on right�Sequential�Enter source code, select next, and the output will appear. Use Back to change source. 

At all stages, errors will be shown in the status box, and progress can not be made until the error no longer occurs.

Creating new SCDL and ODL Definition Files

Both SCDL and ODL reply on a programming language called the Embedded Action language (EAL).

EAL

EAL is a small imperative programming language, much the same as Pascal without procedures.

EAL supports the following data-types:

Boolean

Integer

String

Stack

Instruction

Each variable must be declared to be one of these types, and defined to be either local or global, before use. Variables can have their types changed during the execution of a program.

A program consists of one or more lines of code. A line is terminated by a semicolon, and can contain one of the following constructs (shown with syntax):

Declaration�(local | global) (boolean | integer | string | stack | instruction) identifier

Assignment�identifier := value

Case�switch expression begin (case expression then statements)*  [break] [default statement break] end 

If�if expression then statement

While�while expression do statement

Begin Block�begin ( statement ; )* end

Output�print expression

Where:

Identifier is a letter followed by zero or more letters or digits

Keywords are always in lowercase

Switch allows fall thought until a break is met

A value is of the form:

Boolean: true/false

String: " anything "

Integer: any sequence of decimal digits

Instruction: < identifier > or <[ identifier > or < identifier ]>

Stack: stack.push(value) or stack.empty() or pop(stack) or isempty(stack)

An expression is made from the following operands and functions. �(Where B: Boolean, I: Integer, S: String, T: Stack, C: Instruction).

�Boolean�Integer�String�Stack�Instruction��Add��I + I ( I�S + S ( S����Minus��I - I ( I�����Multiply��I * I ( I�����Divide��I / I ( I�����Mod��I % I ( I�����Less��I < I ( B�����Greater��I > I ( B�����Equals�B = B ( B�I = I ( B�S = S ( B��C = C ( B��Not�B <> B ( B�I <> I ( B�S <> S ( B��C <> C ( B��And�B & B ( B������Or�B | B ( B������Upper���(S) ( S����Lower���(S) ( S����Len���(S) ( I����String�(B) ( S�(I) ( S�(S) ( S�(T) ( S�(C) ( S��Integer��(I) ( I�(S) (� I����Pop����(T) ( A���Push����T.(A)

T.() ����Empty�������IsEmpty����(T) ( B���Sub���(S) ( S����ToIdent���(S) ( S����SCDL

SCDL is a grammar with pieces of EAL embedded in it, within the { and } symbols. The EAL code is executed each time source code matches the construct that the embedded code to which it is attached.

The SCDL is divided into five sections, each of which can have zero or more rules, separated by carriage returns and with each section divided by two hash symbols ("##") on their own line. These sections contain:

Keywords: A list of keywords to be matched in the form:�	identifier -> (" | ') string (" | ') �where:�	double quotes indicate a case sensitive keywords�	single quotes indicate a case insensitive keyword�	string is any sequence of characters apart from " and '.

Regular Expression: A list of regular expressions to match. Usually identifiers in language but can also be sued to express meta-characters through their escape code, \ or special characters such as \n (newline) \t (tab) and \s space. Rule written:�	identifier -> re�where:�	re is a normal extended regular expression, with the meta-characters (, ), +, *, ?, [, ] and |. All meta-characters to be escaped.

Special: A regular expression written in the same form as the previous section, but these tokens may appear anywhere in the grammar and will simply be echoed to standard output with no processing. This is useful for comments, pre-processor declarations, etc.

Ignore: As Special but the tokens are ignored, useful for white space, etc.

Grammar: This section defines the syntax of the language, together with the semantic actions, written in EAL to be executed. One rule at least must be names start, and is the rule that defines the whole language in term of the other rules. This is similar to BNF with added attributes, and each rule is written in the form:�	identifier -> ( <terminal> | non-terminal | {EAL} ) *�where:�	terminal is an identifier that is the name of a keyword or regular expression�	non-terminal is the identifier from another syntax rule, order is not important�	EAL is a piece of EAL code. Global variables in EAL are global across all pieces of embedded code

The Instruction values enable format independent instructions to be used. They can be expanded by the output section to be format dependant tags or code. There is no defined method of this communication channel but in order to promote reuse it is best that communication is standard. This means that additions can be made to the ODL can be made, but that tags already used should never be used for a different purpose. This allows newer ODLs to be used with any SCDL, though of course this doesn't work the other way round. Every time an addition is made to an SCDL or an ODL 1 should be added to the version number, which should be documented.

Example

If we want to write a grammar that acts as a mini, two operator, calculator then:

Keywords: "+", "*", "(" and ")"

Re's: ([0-9])+ 

Special: none

Ignore: \s|\t|\n|\r

This means the grammar for the calculator is:

PLUS -> "+"

MULT -> "*"

CB -> ")"

OB -> "("

##

ID -> ([0 - 9])+

##

##

EOL -> \n|\r

SPACE -> \s|\t

##

start -> E

E -> E <PLUS> T 

E -> T 

T -> T <MULT> F

T -> T F

F -> <OB>  E <CB> 

F -> <ID>

The rules for evaluating the value are simple. For each number push its value to the stack and for each operator, pop two values from the stack, and push the result back. The final grammar with embedded code is shown below:

PLUS -> "+"

MULT -> "*"

CB -> ")"

OB -> "("

##

ID -> ([0 - 9])+

##

##

EOL -> \n|\r

SPACE -> \s|\t

##

start -> { global stack result;} E {print " = "+string(pop(result)); }

E -> E <PLUS> T {result.push(pop(result)+pop(result));}

E -> T 

T -> T <MULT> F {result.push(pop(result)*pop(result));}

T -> F

F -> <OB>  E <CB> 

F -> <ID> {print lexeme; result.push(int(lexeme));}

Given a calculation like 1+2*3 the result will be 1 + 2 * 3  = 7 which is the right result as the grammar specifies that multiply has a higher precedence than addition (it is lower down in the grammar). The matched lexemes are shown (i.e. the digits and the + and * signs) because when no EAL follows them the default code {print lexeme;} is added.

ODL

The output definition language is used to translate a series of instructions into format dependant codes. For example, the Instruction <CR> could be translated as \n for plain text or <br> for HTML. 

The input will be in the form of a stack named output, containing all the values to be printed.

The usual method of performing this translating will be to use a case statement to process all the values on the stack of type Instruction and simply printing the others. Once the Instruction values have been separated, another case statement can be used to perform a substitution for each different Instruction value possible. Other processing can also occur here to keep track of indentation levels, etc.

The Instructions that can be expanded should add to, and not replace previous versions of the ODL. This will allow for backwards compatibility and make reuse easier.

Example

A common example of a ODL is shown below. It provides basic indentation for producing plain text formatted output. It is a version 2 ODL.

local int a;

local int indent;

local int temp;



indent := 0;



while (!(isempty (output))) do

begin

a := pop(output);

switch(gettype(a))

begin

	case "Instruction" then switch(a) begin

		case <cr> then print "\n"; break

		case <tab> then print "\t"; break

		case <nl> then 

			print "\n";

			temp := 0;

			while (temp < indent) do

			begin

				print "\t";

				temp := temp+1;

			end;

			break

		case <ii> then

			indent := indent+1;

			break

		case <di> then

			indent := indent - 1;

			break

		case <[SPECIAL> then

			print "\n";

			break

		case <SPECIAL]> then

			print "\n";

			break

		default then break

	end;

	break

	default then print a; print " ";

	break

end;

end;



�Conclusions and Extensions

Overview

The project started with the aim to develop an easy to use, efficient generic source code formatter, so that one program could be used to format a variety of language into a variety of different formats. The Review Chapter discussed the project's success in fulfilling this aim. It did not discuss it in the context of an academic project. It did not discuss what I have learnt from the project. Least of all, it did not discuss the project in a wider context, nor its possible extensions. This chapter attempts to rectify this.

Conclusion

I am happy with the result of the project, the most impressive part being the power that it has.

At one point the use of an LL(1) parser generator was considered but happily a LR(1) parser generator was finally decided on.

The power is best seen in the EAL programming language. Having a complete set of iteration and selection constructs, together with several data-types including a stack, it is capable of evaluating exactly the same set of problems as is the Turing machine.

The design of the system is such that it can be reused in many ways. It would be possible to use it as an HTML editor, where a new grammar could be plugged in every time a new DTD is released or used to format code being edited in an editor such as EMACS.

It's real-time updating of source code is impressively quick, especially for a program written in an interpreted language, and it's ability to run on any Java supported platform is useful.

The implementation of this project has done everything that was specified in the Analysis, with no omissions. More importantly, it has provided ideas for new, useful developments in the field of compiler design. 

Extension

In the Analysis Chapter I looked at a variety of different tools that did much the same. They all generated and then walked a parse tree, or produce code in some other language to do the same. 

As the design and implementation of the project progressed it became clear that much of what I was writing was the same as it would have been if I had been writing a compiler, a compiler-compiler, an integrated development environment, etc. Although there are numerous tools to help the development of each different type of parsing related application these tools are slightly different for purpose for which they are intended, yet again they share much common code.

This lack of reusability seemed to provide a clear gap in the range of tools available. There ought to be a tool that can be used to develop a source code formatter, a generic source code formatter, a compiler, a compiler-compiler or just about anything else that involves parsing.

What would this tool have? The common part to all of these tools is creating a parse tree from a sentence in some language, and then manipulating it or allowing it to be manipulated. The way in which the parse tree is manipulated can vary greatly even for the same grammar; for example, a grammar for HTML could be used to:

Pretty-print the HTML

Validate the HTML is valid

Render the page described by the HTML

An ideal solution would be a tool that could be used from within programs to generate a parse tree based on a reusable grammar and then allow the parse tree to be manipulated. This would allow a grammar for a language to be created and then shared amongst users with no modifications. A new HTML specification could be changed in your HTML pretty-printer, web browser and validator in one go. 

Description

I will outline how the tool could work in an informal way.

Assume that the tool was in the form of a library or class with a published interface that allowed:

A Parse table to be developed from a grammar

A parse tree generated from a sentence in grammar X and the parse table of grammar X

Saving of parse table

Loading of parse table

Tools to walk the parse tree

Using the tool a program could be developed that took a grammar and produced a saved parse table. The tool could perform conversion between different types of grammars, e .g. BNF, SCDL, and the one used by the library. It could also provide the ability to test the grammar.

The parse table could then be distributed.

A program could then be developed that used the tool to create a parse tree, and then perform some semantic action for each node of the tree. A compiler would produce code for each node; a source code formatter would output either a string or a formatting instruction. A generic source code formatter could look up the semantic actions in another file, associated with the grammar.

A Compiler-Compiler?

This could well raise the question how does it differ from a compiler-compiler? There are a number of reasons. The most important of these is that the information specifying the grammar is separate from the code that uses it, which again is separate from the code driver routines that use the parse table. This allows reusability on two fronts, firstly the grammars and secondly the driver routines. This advantage also allows the grammar to be specified at run time, allowing one program to work for different grammars that did not exist when it was written. A good example of this would be a validator, which ensures a sentence is described by a grammar. Using the tool described above the program would simply have to check that a parse tree could be generated. It would need no knowledge of which languages it could be used for before it was written.

The second advantage is that by separating the semantic actions from the grammar, not only does the grammar become reusable but those semantic actions are not tied down to a particular language.

Interestingly enough the separation of the semantic actions from the grammar has become reality in the form of the latest Compiler-Compiler for Java, SableCC. SableCC provides an excellent solution to the separation of semantic actions from the grammar but does not allow the grammar to be specified at run time.

Is It Feasible?

Not only is the solution entirely feasible but much of the work has been done in the implementation of the Generic Source Code Formatter. The program allows the creation of a parse-table from a grammar, the generation of a parse-tree from a parse table and the loading and saving of a parse table. What it does not provide for is routines to access the parse table, as it does this itself directly. This means with comparatively little work a system, such as that describes could exist. It is clear that many of the design decision were related to the development of a Generic Source Code Formatter, but good design always encourages reusability. 

If these changes were to be made then a rigorous study could be undertaken into savings made by the type of reusability discussed. If it became clear that a tool, such as the one discussed would improve on the traditional compiler-compiler then the such a tool could be written, suing the experiences gained from this project as an important guide. This project would have acted as a prototype for the development of a truly new type of compiler-compiler.

�Glossary

Term�Explanation��Abstract Syntax Tree�As Syntax Tree but never distinguishes between order of operands, etc.��Applet�A Java program that conforms to certain criteria that can be embedded in another application, especially a web browser.��Attribute Grammar�A grammar that contains embedded semantic actions that can not cause side effects.��Compiler�A program that converts a high-level language to an executable.��Compiler-Compiler�A program that constructs a compiler from a set of rules.��Concrete Syntax Tree�As syntax tree but always specifies order of operands, etc.��Construct�An element or block of a programming language, or grammar, that is or describes a part of the syntax of the language, especially an iteration or selection construct.��EAL�Embedded Action Language, an imperative language with while loop, if and case selection and Boolean, Integer, String, Stack and Instruction data-types.��Grammar�Describes syntax of a language��HTML�Hypertext Mark-up Language, document format commonly used on the internet��Internet�A world-wide distributed network, that allows the easy exchange of files and documents, including HTML documents.��Java�A simple, object-oriented, distributed, interpreted, robust, secure, architecture neutral, portable, high-performance, multithreaded, and dynamic language.��JavaCC�A Compiler-Compiler written for Java by Sun Microsystems��LaTeX�Powerful document description language. Documents often converted to Postscript for viewing.��Lex�A Lexical Analyser on the UNIX platform��Lexeme�The characters that go to make up a token.��Lexical Analysis�Breaks down an input stream in to a series of tokens��Lexing�See Lexical Analysis��Methodology�Structured set of rules to guide a project.��ODL�Output definition Language. A program written in EAL that process the output from format independent codes to format dependent ones.��Parse Table�A table generated from a grammar that describes how to generate a parse tree for some source. Describes the syntactic structure of a language��Parse Tree�Usually a Concrete Syntax Tree. Contains a node for each construct in a programming language and a leaf for each token.��Parsing�See Syntax Analysis��Plain Text�Text that contains no formatting information, and carriage returns, tabs, etc. are represented by simple escape sequences. ASCII text.��Platform�A computer system (hardware and software combination) that a program runs on��Postscript�Document description language developed by Adobe. Difficult to write by hand, so documents are usually developed in a language like LaTeX before being converted.��SableCC�A Compiler-Compiler written for Java by Sable Research Group. Allows semantic actions to be separated from grammar.��SCDL�Source Code Definition language, a grammar describing language in particular format with EAL code embedded.��Semantic Action�Code embedded in a grammar that provided meaning for the construct or an action to occur every time it is used,��Serialised�An instance of a class in Java can be saved in a complete form so that it can be reloaded later. This is often a convenient way to store the state of a program or part of a program.��Source Code�A program written in a computer language.��Syntax Analysis�The process of breaking a sentence in a language down into its constructs.��Syntax Tree�A syntax tree is a convenient representation of the result of syntax analysis, where each construct has a node in a tree and each token is represented by a leaf.��Token�An element or word of a sentence. Usually returned by a lexer.��Web browser�A piece of software that can load HTML files from the internet and display them. HTML files may include Java Applets, pictures and sound, etc. ��Yacc�A Compiler-Compiler for the UNIX platform - needs a lexical analyser.��
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� More precisely this is a Concrete Syntax Tree. This distinction is not discussed until later chapters and the use of the generic term will continue to be used.

� This will usually be embedded into the grammar, but for simplicity they will be shown separately

� This is a partial function, if the string is not an integer an error will be thrown

� These are actually commands not function, but are included here for completeness

� This is a partial function, if the string is not an integer an error will be thrown

� These are actually commands not function, but are included here for completeness
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